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Introduction 

About this Module 

This module provides trainees with the Fundamental concepts of Operating Systems 

Target Audience 

Entry Level Trainees 

 
 
Module Objectives  

After completing the module, the student will be able to: 

? Describe the role of an Operating System 

? Explain the Different Functions performed by the Operating systems 

? Know about the different Scheduling Algorithms 

? Know about Deadlocks 

? Have a fair idea about the UNIX Operating system 

Pre-requisite 

Basic Knowledge of Computer Fundamentals 
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Chapter 1: Introduction- Definition and Function 

 
Learning Objectives  
 
After completing this chapter, you will be able to: 

?  Appreciate the different architectural models of computing 

 

Definition of an Operating System 

An operating system (sometimes abbreviated as "OS") is the program that, after being initially 

loaded into the computer by a boot program, manages all the other programs in a computer. The 

other programs are called applications or application programs. The application programs make 

use of the operating system by making requests for services through a defined application 

program interface (API). In addition, users can interact directly with the operating system through 

a user interface such as a command language or a graphical user interface (GUI). The basic 

resources of a computer system are provided by its hardware, software and data. The operating 

system provides the means for the proper use of these resources in the operation of the 

computer system. It simply provides an environment within which other programs can do useful 

work. 

At the simplest level, an operating system does two things:  

? It manages the hardware and software resources of the computer system. These 
resources include such things as the processor, memory, disk space, etc.  

? It provides a stable, consistent way for applications to deal with the hardware without 
having to know all the details of the hardware.  

 

We can view an operating system as a resource allocator. A computer system has many 

resources (hardware and software) that may be required to solve a problem: CPU time, memory 

space, files storage space, input/output devices etc. 

 

The operating system acts as the manager of these resources and allocates them to specific 

programs and users as necessary for their tasks. Since there may be many, possibly conflicting, 

requests for resources, the operating system must decide which requests are allocated resources 

to operate the computer system fairly and efficiently. An operating system is a control program. 

This program controls the execution of user programs to prevent errors and improper use of the 

computer. 
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Functions of an OS 

The primary goal of an operating system is a convenience for the user. A secondary goal is the 

efficient operation of a computer system. This goal is particularly important for large, shared multi-

user systems. Operating systems can solve this goal. It is known that sometimes these two goals, 

convenience and efficiency, are contradictory. 

A computer’s operating system (OS) is a group of programs designed to serve two basic 

purposes: 

? To control the allocation and use of the computing system’s resources among the 

various users and tasks, and. 

? To provide an interface between the computer hardware and the programmer that 

simplifies and makes feasible the creation, coding, debugging, and maintenance of 

application programs. 

 

An operating system does the following: 

 
? Facilitate creation and modification of program and data files through an editor 

program, 

? Provide access to compilers to translate programs from high-level languages to 

machine language, 

? Provide a loader program to move the complied program code to the computer’s 

memory for execution, 

? Provide routines that handle the intricate details of I/O programming, 

? Assure that when there are several active processes in the computer, each will get 

fair and non interfering access to the central processing unit for execution, 

? Take care of storage and device allocation, 

? Provide for long term storage of user information in the form of files, and 

? Permit system resources to be shared among users when appropriate, and be 

protected from unauthorized or mischievous intervention as necessary. 

An operating system performs these services for applications:  

? In a multitasking operating system where multiple programs can be running at the 

same time, the operating system determines which applications should run in what 

order and how much time should be allowed for each application before giving 

another application a turn.  
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? It manages the sharing of internal memory among multiple applications.  

? It handles input and output to and from attached hardware devices, such as hard 

disks, printers, and dial-up ports.  

? It sends messages to each application or interactive user (or to a system operator) 

about the status of operation and any errors that may have occurred.  

? It can offload the management of what are called batch jobs (for example, printing) so 

that the initiating application is freed from this work.  

? On computers that can provide parallel processing, an operating system can manage 

how to divide the program so that it runs on more than one processor at a time.  

 
All major computer platforms (hardware and software) require and sometimes include an 

operating system. Linux, Windows 2000, VMS, OS/400, AIX, and z/OS are all examples of 

operating systems 

Evolution of OS 

To see what operating systems are and what operating systems do, let us consider how they 

have developed over the last 30 years. By tracing that evolution we can identify the common 

elements of operating systems, and see how, and why they developed as they are now. 

Operating systems and computer architecture have a great deal of influence on each other. To 

facilitate the use of the hardware, operating systems were developed. As operating system were 

designed and used, it became obvious that changes in the design of the hardware could simplify 

the operating system. In this short historical review, notice how the introduction of new hardware 

features is the natural solution to many operating system problems. 

Operating systems have been evolving over the years. We will briefly look at this development. 

Since operating systems have historically been closely tied to the architecture of the computers 

on which they run, we will look at successive generations of computers to see what their 

operating systems were like. This mapping of operating systems generations to computer 

generations is admittedly crude, but it does provide some structure where there would otherwise 

be none. 

Because the history of computer operating systems parallels that of computer hardware, it can be 

generally divided into five distinct time periods, called generations, that are characterized by 

hardware component technology, software development, and mode of delivery of computer 

services. 
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The Zeroth Generation 

The term zeroth generation is used to refer to the period of development of computing, which 

predated the commercial production ans sale of computer equipment. The period might be dated 

as extending from the mid-1800s, and Charles Babbage’s Analytical Engine, to the development 

of the fist commercial computer in 1951. In particular, this period witnessed the emergence of the 

first electronic digital computers on the ABC, designed by John Atanasoff in 1940; the Mark I, 

built by Howard Aiken and a group of IBM engineers at Harvard in 1944; and the ENIAC, 

designed and constructed at the University of Pennsylvania by Wallace Eckert and John Mauchly. 

Perhaps the most significant of these early computers was the EDVAC, developed in 1944-46 by 

John von Neumann, Arthur Burks, and Herman Goldstine, since it was the first to fully implement 

the idea of the stored program and serial execution of instructions. The development of EDVAC 

set the stage for the evolution of commercial computing and operating system software. The 

hardware component technology of this period was electronic vacuum tubes. 

 

The actual operation of these early computers took place without be benefit of an operating 

system. Early programs were written in machine language and each contained code for initiating 

operation of the computer itself.  

 

The mode of operation was called “open-shop“ and this meant that users signed up for computer 

time and when a user’s time arrived, the entire (in those days quite large) computer system was 

turned over to the user. The individual user (programmer) was responsible for all machine set up 

and operation, and subsequent clean-up and preparation for the next user. This system was 

clearly inefficient and depended on the varying competencies of the individual programmer as 

operators. 

The First Generation, 1951-1956 

 

The first generation marked the beginning of commercial computing, including the introduction of 

Eckert and Mauchly’s UNIVAC I in early 1951, and a bit later, The IBM 701 which was also known 

as the Defense Calculator. The first generation was characterized again by the vacuum tube as 

the active component technology. 

 

Operation continued without the benefit of an operating system for a time. The mode  was called 

“closed shop“ and was characterized by the appearance of hired operators who would select the 

job to be run, initial program load  the system, run the user’s program, and then select another 
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job, and so forth. Programs began to be written in higher level, procedure-oriented languages, 

and thus the operator’s routine expanded. The operator now selected a job, ran the translation 

program to assemble or compile the source program, combined the translated object program 

along with any existing library programs that the program might need for input to the linking 

program, loaded and ran the composite linked program, and then handled the next job in a similar 

fashion.  

 

Application programs were run one at a time, and were translated with absolute computer 

addresses that bound them to be loaded and run from these pre assigned storage addresses set 

by the translator, obtaining their data from specific physical I/O device. There was no provision for 

moving a program to different location in storage for any reason. Similarly, a program bound to 

specific devices could not be run at all if any of these devices were busy or broken. 

 

The inefficiencies inherent in the above methods of operation led to the development of the mono 

programmed operating system, which eliminated some of the human intervention in running job 

and provided programmers with a number of desirable functions. The OS consisted of a 

permanently resident kernel in main storage, and a job scheduler and a number of utility 

programs kept in secondary storage. User application programs were preceded by control or 

specification cards (in those day, computer program were submitted on data cards) which 

informed the OS of what system resources (software resources such as compilers and loaders; 

and hardware resources such as tape drives and printer) were needed to run a particular 

application.  The systems were designed to be operated as batch processing system. 

 

These systems continued to operate under the control of a human operator who initiated 

operation by mounting a magnetic tape that contained the operating system executable code onto 

a “boot device”, and then pushing the IPL (initial program load) or “boot” button to initiate the 

bootstrap loading of the operating system. Once the system was loaded, the operator entered the 

date and time, and then initiated the operation of the job scheduler program which read and 

interpreted the control statements, secured the needed resources, executed the first user 

program, recorded timing and accounting information, and then went back to begin processing of 

another user program, and so on, as long as there were programs waiting in the input queue to 

be executed. 

The first generation saw the evolution from hands-on operation to closed shop operation to the 

development of mono programmed operating systems. At the same time, the development of 

programming languages was moving away from the basic machine languages; first to assembly 

language, and later to procedure oriented languages, the most significant being the development 
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of FORTRAN by John W. Backus in 1956. Several problems remained, however. The most 

obvious was the inefficient use of system resources, which was most evident when the CPU 

waited while the relatively slower, mechanical I/O devices were reading or writing program data. 

In addition, system protection was a problem because the operating system kernel was not 

protected from being overwritten by an erroneous application program. Moreover, other user 

programs in the queue were not protected from destruction by executing programs. 

 

The second Generation, 1956-1964 

 

The second generation of computer hardware was most notably characterized by transistors 

replacing vacuum tubes as the hardware component technology. In addition, some very important 

changes in hardware and software architectures occurred during this period. For the most part, 

computer systems remained card and tape-oriented systems. Significant use of random access 

devices, that is, disks, did not appear until towards the end of the second generation. Program 

processing was, for the most part, provided by large centralized computers operated under mono 

programmed batch processing operating systems. 

 

The most significant innovations addressed the problem of excessive central processor delay due 

to waiting for input/output operations. Recall that programs were executed by processing the 

machine instructions in a strictly sequential order. As a result, the CPU, with its high speed 

electronic component, was often forced to wait for completion of I/O operations which involved 

mechanical devices (card readers and tape drives) that were order of magnitude slower. This 

problem led to the introduction of the data channel, an integral and special-purpose computer 

with its own instruction set, registers, and control unit designed to process input/output operations 

separate and asynchronously from the operation of the computer’s main CPU near the end of the 

first generation, and its widespread adoption in the second generation. 

 

The data channel allowed some I/O to be buffered. That is, a program’s input data could be read 

“ahead” from data cards or tape into a special block of memory called a buffer. Then, when the 

user’s program came to an input statement, the data could be transferred from the buffer 

locations at the faster main memory access speed rather than the slower I/O device speed. 

Similarly, a program’s output could be written another buffer and later moved from the buffer to 

the printer, tape, or cardpunch. What made this all work was the data channel’s ability to work 

asynchronously and concurrently with the main processor. Thus, the slower mechanical I/O could 

be happening concurrently with main program processing. This process was called I/O overlap. 
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The data channel was controlled by a channel program set up by the operating system I/O control 

routines and initiated by a special instruction executed by the CPU. Then, the channel 

independently processed data to or from the buffer. This provided communication from the CPU 

to the data channel to initiate an I/O operation. It remained for the channel to communicate to the 

CPU such events as data errors and the completion of a transmission. At first, this 

communication was handled by polling-the CPU stopped its work periodically and polled the 

channel to determine if there was any massage. 

 

Polling was obviously inefficient (imagine stopping your work periodically to go to the post office 

to see if an expected letter has arrived) and led to another significant innovation of the second 

generation - the interrupt. The data. channel was now able to interrupt the CPU with a message- 

usually “I/O complete.” In fact, the interrupt idea was later extended from I/O to allow signaling of 

number of exceptional conditions such as arithmetic overflow, division by zero and time-run-out. 

Of course, interval clocks were added in conjunction with the latter, and thus operating system 

came to have a way of regaining control from an exceptionally long or indefinitely looping 

program. 

 

These hardware developments led to enhancements of the operating system. I/O and data 

channel communication and control became functions of the operating system, both to relieve the 

application programmer from the difficult details of I/O programming and to protect the integrity of 

the system to provide improved service to users by segmenting jobs and running shorter jobs first 

(during “prime time”) and relegating longer jobs to lower priority or night time runs. System 

libraries became more widely available and more comprehensive as new utilities and application 

software components were available to programmers. 

 

In order to further mitigate the I/O wait problem, system were set up to spool the input batch from 

slower I/O devices such as the card reader to the much higher speed tape drive and similarly, the 

output from the higher speed tape to the slower printer. Initially, this way accomplished by means 

of one or more physically separate small satellite computers. In this scenario, the user submitted 

a job at a window, a batch of jobs was accumulated and spooled from cards to tape “off line,” the 

tape was moved to the main computer, the jobs were run, and their output was collected on 

another tape that later was taken to a satellite computer for off line tape-to-printer output. user 

then picked up their output at the submission windows. 
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Toward the end of this period, as random access devices became available, tape-oriented 

operating system began to be replaced by disk-oriented systems. With the more sophisticated 

disk hardware and the operating system supporting a greater portion of the programmer’s work, 

the computer system that users saw was more and more removed from the actual hardware - 

users saw a virtual machine. 

 

The second generation was a period of intense operating system development. Also it was the 

period for sequential batch processing. But the sequential processing of one job at a time 

remained a significant limitation. Thus, there continued to be low CPU utilization for I/O bound 

jobs and low I/O device utilization for CPU bound jobs. This was a major concern, since 

computers were still very large (room-size) and expensive machines. Researchers began to 

experiment with multiprogramming and multiprocessing in their computing services called the 

time-sharing system. A noteworthy example is the Compatible Time Sharing System (CTSS), 

developed at MIT during the early 1960s. 

 

The Third Generation, 1964-1979 

 

The third generation officially began in April 1964 with IBM’s announcement of its System/360 

family of computers. Hardware technology began to use integrated circuits (ICs), which yielded 

significant advantages in both speed and economy. 

 

Operating system development continued with the introduction and widespread adoption of 

multiprogramming. This marked first by the appearance of more sophisticated I/O buffering in the 

form of spooling operating systems, such as the HASP (Houston Automatic Spooling) system that 

accompanied the IBM OS/360 system. These systems worked by introducing two new systems 

programs, a system reader to move input jobs from cards to disk, and a system writer to move job 

output from disk to printer, tape, or cards. Operation of spooling system was, as before, 

transparent to the computer user who perceived input as coming directly from the cards and 

output going directly to the printer. 

 

The idea of taking fuller advantage of the computer’s data channel I/O capabilities continued to 

develop. That is, designers recognized that I/O needed only to be initiated by a CPU instruction - 

the actual I/O data transmission could take place under control of separate and asynchronously 

operating channel program. Thus, by switching control of the CPU between the currently 

executing user program, the system reader program, and the system writer program, it was 
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possible to keep the slower mechanical I/O device running and minimize the amount of time the 

CPU spent waiting for I/O completion. The net result was an increase in system throughput and 

resource utilization, to the benefit of both user and providers of computer services. 

 

This concurrent operation of three programs (more properly, apparent concurrent operation, since 

systems had only one CPU, and could, therefore executes just one instruction at time) required 

that additional features and complexity be added to the operating system. First, the fact that the 

input queue was now on disk, a direct access device, freed the system scheduler from the first-

come-first-served policy so that it could select the “best” next job to enter the system (looking for 

either the shortest job or the highest priority job in the queue). Second, since the CPU was to be 

shared by the user program, the system reader, and the system writer, some processor allocation 

rule or policy was needed. Since the goal of spooling was increase resource utilization by 

enabling the slower I/O devices to run asynchronously with user program processing, and since 

I/O processing required the CPU only for short periods to initiate data channel instructions, the 

CPU was dispatched to the reader the writer, and the program in that order. Moreover, if the 

writer or the user program was executing when something became available to read, the reader 

program would preempt the currently executing program to regain control of the CPU for its 

initiation instruction, and the writer program would preempt the user program for the same 

purpose. This rule, called the static priority rule with preemption, was implemented in the 

operating system as a system dispatcher program. 

 

The spooling operating system in fact had multiprogramming since more than one program was 

resident in main storage at the same time. Later this basic idea of multiprogramming was 

extended to include more than one active user program in memory at time. To accommodate this 

extension, both the scheduler and the dispatcher were enhanced. The scheduler became able to 

manage the diverse resource needs of the several concurrently active use programs, and the 

dispatcher-included policies for allocating processor resources among the competing user 

programs. In addition, memory management became more sophisticated in order to assure that 

the program code for each job or at least that part of the code being executed, was resident in 

main storage. 

 

The advent of large-scale multiprogramming was made possible by several important hardware 

innovations. The fist was the widespread availability of large capacity, high-speed disk units to 

accommodate the spooled input streams and the memory overflow together with the maintenance 

of several concurrently active program in execution. The second was relocation hardware which 

facilitated the moving of blocks of code within memory without an undue overhead penalty. Third 
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was the availability of storage protecting hardware to ensure that user jobs are protected from 

one another and that the operating system itself is protected from  user programs. Some of these 

hardware innovations involved extensions to the interrupt system in order to handle a variety of 

external conditions such as program malfunctions, storage protection violations, and machine 

checks in addition to I/O interrupts. In addition, the interrupt system became the technique for the 

user program to request services from the operating system kernel. Finally, the advent of 

privileged instructions allowed the operating system to maintain coordination and control over the 

multiple activities now going on with in the system. 

 

Successful implementation of multiprogramming opened the way for the development of a new 

way of delivering computing services -time-sharing. In this environment, several terminals, 

sometimes up to 200 of them, were attached (hard wired or via telephone lines) to a central 

computer. Users at their terminals, “logged in” to the central system, and worked interactively with 

the system. The system’s apparent concurrency was enabled by the multiprogramming operating 

system. Users shared not only the system’ hardware but also its software resources and file 

system disk space. 

 

The third generation was an exciting time, indeed, for the development of both computer 

hardware and the accompanying operating system. During this period, the topic of operating 

systems became, in reality, a major element of the discipline of computing. 

 

The Fourth Generation, 1979 - Present 

 

The fourth generation is characterized by the appearance of the personal computer and the 

workstation. Miniaturization of electronic circuits and components continued and large-scale 

integration (LSI), the component technology of the third generation, was replaced by very large 

scale integration (VLSI), which characterizes the fourth generation. VLSI with its capacity for 

containing thousands of transistors on a small chip, made possible the development of desktop 

computers with capabilities exceeding those that filled entire rooms and floors of building just 

twenty years earlier. 

 

The operating system that control these desktop machines have brought us back in a full circle, to 

the open shop type of environment where each user occupies an entire computer for the duration 

of a job’s execution. This works better now, not only because the progress made over the years 

has made the virtual computer resulting from the operating system/hardware combination so 
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much easier to use or, in the words of the popular press “user-friendly.” The microprocessor 

brought the fourth generation of computers, as thousands of integrated circuits were built onto a 

single silicon chip. What in the first generation filled an entire room could now fit in the palm of the 

hand. The Intel 4004 chip, developed in 1971, located all the components of the computer - from 

the central processing unit and memory to input/output controls - on a single chip. In 1981 IBM 

introduced its first computer for the home user, and in 1984 Apple introduced the Macintosh. 

  

Microprocessors also moved out of the realm of desktop computers and into many areas of life as 

more and more everyday products began to use microprocessors. As these small computers 

became more powerful, they could be linked together to form networks, which eventually led to 

the development of the Internet. Fourth generation computers also saw the development of GUIs, 

the mouse and handheld devices.  

Fifth Generation - Present and Beyond: Artificial Intelligence  
 

Fifth generation computing devices, based on artificial intelligence, are still in development, 

though there are some applications, such as voice recognition, that are being used today. The 

use of parallel processing and superconductors is helping to make artificial intelligence a reality. 

Quantum computation and molecular and nanotechnology will radically change the face of 

computers in years to come. The goal of fifth-generation computing is to develop devices that 

respond to natural language input and are capable of learning and self-organization.  

Types of OS 

Modern computer operating systems may be classified into three groups, which are distinguished 

by the nature of interaction that takes place between the computer user and his or her program 

during its processing. The three groups are called batch, time-shared and real time operating 

systems. 

 

In a batch processing operating system environment, users submit jobs to a central place where 

these jobs are collected into a batch, and subsequently placed on an input queue at the computer 

where they will be run. In this case, the user has no interaction with the job during its processing, 

and the computer’s response time is the turnaround time-the time from submission of the job until 

execution is complete, and the results are ready for return to the person who submitted the job. 
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Another mode for delivering computing services is provided by time sharing operating systems. 

In this environment a computer provides computing services to several or many users 

concurrently on-line. Here, the various users are sharing the central processor, the memory, and 

other resources of the computer system in a manner facilitated, controlled, and monitored by the 

operating system. The user, in this environment, has nearly full interaction with the program 

during its execution, and the computer’s response time may be expected to be no more than a 

few second. 

 

The third classes of operating systems, real time operating systems, are designed to service 

those applications where response time is of the essence in order to prevent error, 

misrepresentation or even disaster. Examples of real time operating systems are those, which 

handle airlines reservations, machine tool control, and monitoring of a nuclear power station. The 

systems, in this case, are designed to be interrupted by external signal that require the immediate 

attention of the computer system. 

 

In fact, many computer operating systems are hybrids, providing for more than one of these types 

of computing service simultaneously. It is especially common to have a background batch system 

running in conjunction with one of the other two on the same computer.  

 

A number of other definitions are important to gaining an understanding of operating systems: 

A multiprogramming operating system is a system that allows more than one active user 

program (or part of user program) to be stored in main memory simultaneously. Thus, it is evident 

that a time-sharing system is a multiprogramming system, but note that a multiprogramming 

system is not necessarily a time-sharing system. A batch or real time operating system could, and 

indeed usually does, have more than one active user program simultaneously in main storage. 

Another important, and all too similar, term is ‘multiprocessing’. 

 

A multiprocessing system is a computer hardware configuration that includes more than one 

independent processing unit. The term multiprocessing is generally used to refer to large 

computer hardware complexes found in major scientific or commercial applications. 

 A networked computing system is a collection of physical interconnected computers. The 

operating system of each of the interconnected computers must contain, in addition to its own 

stand-alone functionality, provisions for handing communication and transfer of program and data 

among the other computers with which it is connected. 
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A distributed computing system consists of a number of computers that are connected and 

managed so that they automatically share the job processing load among the constituent 

computers, or separate the job load as appropriate particularly configured processors. Such a 

system requires an operating system, which in addition to the typical stand-alone functionality 

provides coordination of the operations and information flow among the component computers. 

The networked and distributed computing environments and their respective operating systems 

are designed with more complex functional capabilities. In a network operating system the users 

are aware of the existence of multiple computers, and can log in to  remote machines and copy 

files from one machine to another. Each machine runs its own local operating system and has its 

own user (or users).  

 

A distributed operating system, in contrast, is one that appears to its users as a traditional 

uniprocessor system, even though it is actually composed of multiple processors. In a true 

distributed system, users should not be aware of where their programs are being run or where 

their files are located; that should all be handled automatically and efficiently by the operating 

system. 

 

Network operating systems are not fundamentally different from single processor operating 

systems. They obviously need a network interface controller and some low-level software to drive 

it, as well as programs to achieve remote login and remote files access, but these additions do 

not change the essential structure of the operating systems. 

 

True distributed operating systems require more than just adding a little code to a uniprocessor 

operating system, because distributed and centralized systems differ in critical ways. Distributed 

systems, for example, often allow program to run on several processors at the same time, thus 

requiring more complex processor scheduling algorithms in order to optimize the amount of 

parallelism achieved. 

Examples of OS 

Below is a basic list of the different types of operating systems and a few examples of Operating 

Systems that fall into each of the categories.  Many computer Operating Systems will fall into 

more then one of the below categories.  

GUI - Short for Graphical User Interface a GUI Operating System contains graphics and icons 

and is commonly navigated using by using a computer mouse. Below are some examples of GUI 

Operating Systems.  
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? System 7.x 

? Windows 98 

? Windows CE 

 
Multi-user - A multi-user Operating System allows for multiple users to use the same computer at 

the same time and/or different times. Below are some examples of multi-user Operating Systems. 

? Linux 

? UNIX 

? Windows 2000 

? VMS 

? MVS  
 

Multiprocessing - An Operating System capable of supporting and utilizing more than one 

computer processor. Below are some examples of multiprocessing Operating Systems. 

? Linux 

? UNIX 

? Windows 2000  
 

Multitasking - An Operating systems that is capable of allowing multiple software processes to be 

run at the same time. Below are some examples of multitasking Operating Systems. 

? UNIX 

? Windows 2000 
 
Multithreading - Operating systems that allow different parts of a software program to run 

concurrently. Operating systems that would fall into this category are: 

? Linux 

? UNIX 

? Windows 2000 

 

Networking OS: 

? Windows 2000  

? Novell Netware 

Layers of OS 

An operating system provides the environment within which programs are executed. To construct 

such an environment, the system is partitioned into small modules with a well-defined interface. 

The design of a new operating system is a major task. It is very important that the goals of the 
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system be will defined before the design begins. The type of system desired is the foundation for 

choices between various algorithms and strategies that will be necessary.  

Obviously, not all systems have the same structure. However, many modern operating systems 

share the system components outlined below. 

 

Process Management 

 

The CPU executes a large number of programs. While its main concern is the execution of user 

programs, the CPU is also needed for other system activities. These activities are called 

processes. A process is a program in execution. Typically, a batch job is a process. A time-

shared user program is a process. A system task, such as spooling, is also a process. For now, a 

process may be considered as a job or a time-shared program, but the concept is actually more 

general.  

 

In general, a process will need certain resources such as CPU time, memory, files, I/O devices, 

etc., to accomplish its task. These resources are given to the process when it is created. In 

addition to the various physical and logical resources that a process obtains when it is created, 

some initialization data (input) may be passed along. For example, a process whose function is to 

display on the screen of a terminal the status of a file, say F1, will get as an input the name of the 

file F1 and execute the appropriate program to obtain the desired information. 

 

We emphasize that a program by itself is not a process; a program is a passive entity, while a 

process is an active entity. It is known that two processes may be associated with the same 

program, they are nevertheless considered two separate execution sequences. 

 

A process is the unit of work in a system. Such a system consists of a collection of processes, 

some of which are operating system processes, those that execute system code, and the rest 

being user processes, those that execute user code. All of those processes can potentially 

execute concurrently. 

 

The operating system is responsible for the following activities in connection with processes 

managed. 

? The creation and deletion of both user and system processes 

? The suspension are resumption of processes. 

? The provision of mechanisms for process synchronization 
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? The provision of mechanisms for deadlock handling. 

 

The process concept will be discussed in great detail in Chapter 2. 

 

Memory Management 

Memory is central to the operation of a modern computer system. Memory is a large array of 

words or bytes, each with its own address. Interaction is achieved through a sequence of reads or 

writes of specific memory address. The CPU fetches from and stores in memory. 

 

In order for a program to be executed it must be mapped to absolute addresses and loaded in to 

memory. As the program executes, it accesses program instructions and data from memory by 

generating these absolute is declared available, and the next program may be loaded and 

executed. 

 

In order to improve both the utilization of CPU and the speed of the computer’s response to its 

users, several processes must be kept in memory. There are many different algorithms depends 

on the particular situation. Selection of a memory management scheme for a specific system 

depends upon many factor, but especially upon the hardware design of the system. Each 

algorithm requires its own hardware support. 

 

The operating system is responsible for the following activities in connection with memory 

management. 

? Keep track of which parts of memory are currently being used and by whom. 

? Decide which processes are to be loaded into memory when memory space 
becomes available. 

? Allocate and de allocate memory space as needed. 

  

Memory management techniques will be discussed in great detail in Chapter 3. 
Secondary Storage Management 

The main purpose of a computer system is to execute programs. These programs, together with 

the data they access, must be in main memory during execution. Since the main memory is too 

small to permanently accommodate all data and program, the computer system must provide 

secondary storage to backup main memory. Most modem computer systems use disks as the 

primary on-line storage of information, of both programs and data. Most programs, like compilers, 

assemblers, sort routines, editors, formatters, and so on, are stored on the disk until loaded into 
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memory, and then use the disk as both the source and destination of their processing. Hence the 

proper management of disk storage is of central importance to a computer system. 

 

There are few alternatives. Magnetic tape systems are generally too slow. In addition, they are 

limited to sequential access. Thus tapes are more suited for storing infrequently used files, where 

speed is not a primary concern. 

 

The operating system is responsible for the following activities in connection with disk 

management 

? Free space management 

? Storage allocation 

? Disk scheduling. 

 

I/O System 

One of the purposes of an operating system is to hide the peculiarities os specific hardware 

devices from the user. For example, in Unix, the peculiarities of I/O devices are hidden from the 

bulk of the operating system itself by the I/O system. The I/O system consists of: 

? A buffer caching system 

? A general device driver code 

? Drivers for specific hardware devices. 
 

Only the device driver knows the peculiarities of a specific device. 

 

File Management 

 

File management is one of the most visible services of an operating system. Computers can store 

information in several different physical forms; magnetic tape, disk, and drum are the most 

common forms. Each of these devices has it own characteristics and physical organization. 

 

For convenient use of the computer system, the operating system provides a uniform logical view 

of information storage. The operating system abstracts from the physical properties of its storage 

devices to define a logical storage unit, the file. Files are mapped, by the operating system, onto 

physical devices. 

 

A file is a collection of related information defined by its creator. Commonly, files represent 

programs (both source and object forms) and data. Data files may be numeric, alphabetic or 
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alphanumeric. Files may be free-form, such as text files, or may be rigidly formatted. In general a 

files is a sequence of bits, bytes, lines or records whose meaning is defined by its creator and 

user. It is a very general concept. 

 

The operating system implements the abstract concept of the file by managing mass storage 

device, such as types and disks. Also files are normally organized into directories to ease their 

use. Finally, when multiple users have access to files, it may be desirable to control by whom and 

in what ways files may be accessed. 

 

The operating system is responsible for the following activities in connection with file 

management: 

? The creation and deletion of files 

? The creation and deletion of directory 

? The support of primitives for manipulating files and directories 

? The mapping of files onto disk storage. 

? Backup of files on stable (non volatile) storage. 
 

Protection System 

The various processes in an operating system must be protected from each other’s activities. For 

that purpose, various mechanisms which can be used to ensure that the files, memory segment, 

cpu and other resources can be operated on only by those processes that have gained proper 

authorization from the operating system. 

 

For example, memory addressing hardware ensure that a process can only execute within its 

owns address space. The timer ensures that no process can gain control of the CPU without 

relinquishing it. Finally, no process is allowed to do it’s own I/O, to protect the integrity of the 

various peripheral devices.Protection refers to a mechanism for controlling the access of 

programs, processes, or users to the resources defined by a computer controls to be imposed, 

together with some means of enforcement. 

 

Protection can improve reliability by detecting latent errors at the interfaces between component 

subsystems. Early detection of interface errors can often prevent contamination of a healthy 

subsystem by a subsystem that is malfunctioning. An unprotected resource cannot defend 

against use (or misuse) by an unauthorized or incompetent user.  
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Networking 

A distributed system is a collection of processors that do not share memory or a clock. Instead, 

each processor has its own local memory, and the processors communicate with each other 

through various communication lines, such as high-speed buses or telephone lines. Distributed 

systems vary in size and function. They may involve microprocessors, workstations, 

minicomputers, and large general-purpose computer systems. 

 

The processors in the system are connected through a communication network, which can be 

configured in the number of different ways. The network may be fully or partially connected. The 

communication network design must consider routing and connection strategies, and the 

problems of connection and security. A distributed system provides the user with access to the 

various resources the system maintains. Access to a shared resource allows computation speed-

up, data availability, and reliability. 

 

Command Interpreter System 

One of the most important components of an operating system is its command interpreter. The 

command interpreter is the primary interface between the user and the rest of the system. 

 

Many commands are given to the operating system by control statements. When a new job is 

started in a batch system or when a user logs-in to a time-shared system, a program which reads 

and interprets control statements is automatically executed. This program is variously called (1) 

the control card interpreter, (2) the command line interpreter, (3) the shell (in Unix), and so on. Its 

function is quite simple: get the next command statement, and execute it. 

The command statement themselves deal  with process management, I/O handling, secondary 

storage management, main memory management, file system access, protection, and 

networking. 

SUMMARY 

? An operating system is the program that manages all the other programs in a computer. 

? An OS does the following: 

o Facilitate creation and modification of program and data files through an editor 
program, 

o Provide access to compilers to translate programs from high-level languages to 
machine language, 

o Provide a loader program to move the complied program code to the computer’s 
memory for execution, 
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o Provide routines that handle the intricate details of I/O programming, 

o Assure that when there are several active processes in the computer, each will 
get fair and non interfering access to the central processing unit for execution, 

o Take care of storage and device allocation, 

o Provide for long term storage of user information in the form of files, and 

o Permit system resources to be shared among users when appropriate, and be 
protected from unauthorized or mischievous intervention as necessary. 

? An OS does the following for applications: 

o In a multitasking operating system where multiple programs can be running at 
the same time, the operating system determines which applications should run in 
what order and how much time should be allowed for each application before 
giving another application a turn.  

o It manages the sharing of internal memory among multiple applications.  

o It handles input and output to and from attached hardware devices, such as hard 
disks, printers, and dial-up ports.  

o It sends messages to each application or interactive user (or to a system 
operator) about the status of operation and any errors that may have occurred.  

o It can offload the management of what are called batch jobs (for example, 
printing) so that the initiating application is freed from this work.  

? On computers that can provide parallel processing, an operating system can manage   
how to divide the program so that it runs on more than one processor at a time. 

Test your Understanding 

1) Which of the following is not a function of OS? 

a) Memory Management 

b) Process Management 

c) File Management 

d) Processor Management 

2) Which of the following is not an OS? 

a) Linux 

b) Solaris 

c) MVS (Multiple Virtual Storage) 

d) Sun OS. 

3) The advantage of having a Layered OS Structure is _____________________ 

 

 

Answers: 

1) d  2) d  3) Modularity 
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Chapter 2: Process 
 
Learning Objectives  
 
After completing this chapter, you will be able to: 

? Appreciate Process, Process states and Process Control Blocks 

? Learn the different Scheduling Algorithms 

 
Define a Process 
 
The most central concept in any operating system is the concept of process: an abstraction of a 

running program. A program by itself is not a process; a program is a passive entity, while a 

process is an active entity. The execution of a process must progress in sequential fashion, i.e. at 

any point in time; one instruction is executed on behalf of process. 

 

In general, a process will need certain resources such as CPU time, memory, files, I/O devices 

etc to accomplish its tasks. These resources are allocated to the process when it is created. A 

single processor may be shared among several processes with some scheduling algorithm being 

used to determine when to stop work on one process and service a different one 

 
 
 
Process Management  
 
Operating systems that support the process concept must provide some way to create all the 

processes needed. In simple systems, it may be possible to have all the processes that will ever 

be needed be present when the system comes up. In almost all systems however, some way is 

needed to create and destroy processes as needed during operations. In UNIX for instant, 

processes are created by the fork system call, which makes an identical copy of the calling 

process. In other systems, system calls exist to create a process, load its memory, and start it 

running. In general, processes need a way to create other processes. Each process has one 

parent process, but zero, one, two, or more children processes. 

 

As defined, a process is an independent entity with its own input values, output values, and 

internal state. A process often needs to interact with other processes. One process may generate 

some outputs that other process uses as input. Depending on the relative speed of the two 
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processes, it may happen that one process is ready to run, but there is no input waiting for it. It 

must then block until some input is available. It is also possible for a process that is ready and 

able to run to be blocked because the operating system decided to allocate the CPU to other 

process for a while. 

 

All modern computers can do several things at the same time. While running a user program, a 

computer can also be reading from a disk and printing on a terminal or a printer. In a 

multiprogramming system, the CPU also switches from program to program, running each for 

tens or hundreds of milliseconds. While, strictly speaking, at any instant of time, the CPU is 

running only one program, in the course of one second, it may work on several programs, thus 

giving the users the illusion of parallelism. Sometimes people speak of pseudo parallelism to 

mean this rapid switching back and forth of the CPU between programs, to contrast it with the 

true hardware parallelism of the CPU computing while one or more I/O devices are running. 

Keeping track of multiple, parallel activities is not easy. Therefore, over the years operating 

system designers developed a model that makes parallelism easier to deal with. 

 

Define the Process States  
 

When a process is using the CPU, it is actually running and doing some work. However, it will not 

always stay in that state.  

 

If a process does I/O and the device is not ready or just slow, the process will become blocked 

and be unable to do any more work until the I/O is complete.  

 

In a multitasking environment, a process is not allowed to use the CPU all the time. At intervals 

(maybe signaled by a timer interrupt) it will be stopped by the O/S so that another process can 

run. In this state it is not running, but is runnable.  

 

The process states and transitions are: 
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There are typical three states of a process: 

a) Running (actually using the CPU at that instant); 

b) Blocked (unable to run until some external event happens); 

c) Ready (runnable; temporarily stopped to let another process run). 

 

 
As shown in Fig, four transitions are possible among these three states. Transition 1 appears 

when a process discovers that it cannot continue. In order to get into blocked state, some 

systems must execute a system call block. In other systems, when a process reads from a pipe 

or special file and there is no input available, the process is automatically blocked. 

 

Transition 2 and 3 are caused by the process scheduler, a part of the operating system. 

Transition 2 occurs when the scheduler decides that the running process has run long enough, 

and it is time to let another process have some CPU time. Transition 3 occurs when all other 

processes have had their share and it is time for the first process to run again. 

 

 

ReadyBlocked
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(2)

(3)

(4)

(1): Process blocks for input
(2): Scheduler picks another process
(3): Scheduler picks this process
(4): Input becomes available

Halted
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Transition 4 appears when the external event for which a process was waiting happens. If no 

other process is running at that instant, transition 3 will be triggered immediately, and the process 

will start running. Otherwise it may have to wait in ready state for a little while until the CPU is 

available. 

Using the process model, it becomes easier to think about what is going on inside the system. 

There are many processes like user processes, disk processes, terminal processes, and so on, 

which may be blocked when they are waiting for some thing happen. When the disk block has 

been read or the character typed, the process waiting for it is unblock and is ready to run again. 

 

The process model, an integral part of a operating system, can be summarized as follows. The 

lowest level of the operating system is the scheduler with a number of processes on top of it. The 

scheduler does all the process handling, such as starting and stopping processes. 

 
Process Control Block (PCB)  
 
To implement the process model, the operating system maintains a table, an array of structures, 

called the process table. Each entry identifies a process with information such as process state, 

its program counter, stack pointer, memory allocation, the status of its open files, its accounting 

and scheduling information. In another words, it must contain everything about the process that 

must be saved when the process is switched from the running state to the ready state so that it 

can be restarted later as if it had never been stopped. The switching between two processes is 

illustrated by Figure. 
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Figure: Process switching 

Associated with each I/O device is a location near the bottom of memory called the interrupt 

vector. It contains the address of the interrupt service procedure. Suppose a user process j is 

running when a network interrupt occurs. The program counter, program status word, and 

possibly one or more registers are pushed onto the stack by the interrupt hardware. The CPU 

then jumps to the address specified in the network interrupt vector. The network interrupts service 

procedure starts out by saving all the registers in the process table entry for the current process. 

The current process number and a pointer to its entry are kept in global variables, so they can be 

founded quickly. The information deposited by the interrupt is removed from the stack, and the 

stack pointer is set to a temporary stack used by the process handler. 

 

Now the network process can be started; it is changed from blocked to ready, and the scheduler 

is called. Normally, different processes have different priorities. If the network process is now the 

highest priority runnable process, it will be scheduled to run. If the process that was interrupted is 

just as important or more so, then it will be scheduled to run again, and the network process will 

have to wait a little while. 
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Each process is identified with its own process control block, PCB, which is a data block 

containing all information associated with this process. These are: 

? Process state, which may be new, ready, running, waiting or halted; 

? Program counter, which indicates the address of the next instruction to be executed 

for this process; 

? CPU registers, which vary in number and type, depending on the concrete 

microprocessor architecture; 

? Memory management information, which include base and bounds registers or page 

table; 

? I/O status information, composed I/O requests, I/O devices allocated to this process, 

a list of open files and so on; 

? CPU scheduling information, which includes process priority, pointers to scheduling 

queues and any other scheduling parameters. 

 

A PCB structure is shown in Fig. 

 

Figure: Process Control Block Structure 

 

A process may create several new processes during its time of execution. The creating process is 

called parent process, while the new processes are called children processes. There are different 

possibilities concerning creating new processes: 
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Process number
Program counter

Registers

Memory limits
List of open files



 Operating Systems 

©Copyright 2004, Cognizant Academy, All Rights Reserved 32  

 

 
? Execution: the parent process continues to execute concurrently with its children 

processes or it waits until all of its children processes have terminated (sequential). 

? Sharing: either the parent and children processes share all resources (likes memory 
or files) or the children processes share only a subset of their parent's resources or 
the parent and children processes share no resources in common. 

 

A parent process can terminate the execution of one of its children for one of theses reasons: 

? The child process has exceeded its usage of the resources it has been allocated. In 
order to do this, a mechanism must be available to allow the parent process to 
inspect the state of its children processes. 

? The task assigned to the child process is no longer required. 
 

We distinguish between independent  process and cooperating process. A process is independent 

if it cannot affect or be affected by other processes executing in the system. This type of 

processes has following features: 

? Its state is not shared in any way by any other process. 

? Its execution is deterministic, i.e. the results of execution depend only on the input 
values. 

? Its execution is reproducible, i.e., the results of execution will always be the same for 
the same input. 

? Its execution can be stopped and restarted without any negative effect. 
 

In contrast to independent processes, cooperating processes can affect or be affected by other 

processes executing in the system. They are characterized by: 

? Their states are shared by other processes; 

? Its execution is not deterministic, i.e., the results of execution depend on relative 
execution sequence and can not be predicted in advance; 

? Its execution is irreproducible, i.e., the results of execution are not always the same 
for the same input. 

 
 
 
Process Scheduling  

Basic concepts 

Principally, process scheduling means CPU scheduling, the basic function of a multiprogramming 

system. By switching the CPU between different processes, the operating system helps to 

increase the CPU utilization. 
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The idea of multiprogramming is quite simple. Several processes are kept in memory at time. 

When one process has to wait, the operating system takes the CPU from that process, and gives 

it to another process. Assume we have two processes A and B to be executed as shown in 

Figure. Each process executes for one second, then waits for one second. It is repeated 60 

times. If we run process A first and then process B, one after the other, it will take four minutes to 

run the two processes: A takes two minutes to run and then B takes two minutes to run. We 

actually compute only two minutes of this time. The other two minutes are idle time. Our CPU 

utilization is only 50%. 

Figure: Two processes A and B for execution 

If we multi-program A and B, we can increase the CPU utilization considerably. Let us start with 

process A first, which executes for one second. Then, while A waits for one minute, we start 

process B to execute. When process B waits, A is ready to run again and so on. In that manner, 

we only need two minutes to execute two processes A and B, and there is no idle time. The CPU 

utilization is increased from 50% to 100%. 

 

The CPU scheduling is based on the following observed property of process: the process 

execution is a cycle of CPU execution and I/O wait. So process executions alternate between 

these two states. Normally, process execution begins with a CPU burst. It is followed by an I/O 

burst, which is followed by another CPU burst, and so on as shown in. 
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Process Scheduling Algorithms 

 

First-Come-First-Served 

The simplest scheduling algorithm is the First-Come-First-Served (FCFS) algorithm, i.e., the 

process, which requests the CPU, first is allocated the CPU first. The FCFS algorithm is simply 

realized with a FIFO queue. It functions as follows. When a process enters the ready queue, its 

process control block PCB is linked into the tail of the queue. As soon as the CPU is free, it is 

allocated to the process located at the head of the ready queue. The running process is then 

removed from the ready queue. 

Priority algorithm   

Priority can be associated with each process depending on how urgently a process should 

execute. The CPU is then allocated to the process with the highest priority. Equal priority 

processes are scheduled by the FCFS algorithm. 

Priorities can be defined either internally or externally. Internally defined priorities use some 

measurable quantity or quantities to compute the priority of a process, for example: time limits, 
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memory requirements, the number of open files etc. External priorities are set by criteria that are 

external to the operating system, such as the type and the amount of funds being paid for 

computer use and other external, often political factors. 

 

One of the critical problems with priority scheduling algorithms is the indefinite blocking or 

starvation. A process that is ready to run but lacking the CPU can be considered blocked, waiting 

for the CPU. A priority-scheduling algorithm can leave some low-priority processes waiting 

indefinite for the CPU. In a heavy loaded computer system, a steady stream of high-priority 

processes can prevent a low-priority process from ever getting the CPU.  

 

Another solution to the problem of indefinite blockage of low-priority processes is aging. Aging is 

the technique of gradually increasing the priority of the processes that wait in the system for a 

long time. For example, if 0 is the lowest and 127 is the highest priority, we could increment a 

waiting process's priority by 1 every 15 minutes. Even a process with an initial priority of 0 would 

have the highest priority in the system and would execute. 

 

Preemptive algorithm 

All the priority algorithms mentioned above are non-preemptive scheduling algorithms, i.e., once 

the CPU has been allocated to a process, it can keep the CPU until it releases it, either by 

terminating or by requesting I/O devices. Non-preemptive scheduling algorithms will simply put 

the new process at the head of the ready queue. For example, FCFS is intrinsically non-

preemptive. 

 

A preemptive priority scheduling algorithm will preempt the CPU if the priority of the newly arrived 

process is higher than the priority of the currently running process. When a process arrives at the 

ready queue, its priority is compared with the priority of the currently running process. Due to the 

preemptive scheduling algorithm, the new process will execute only if its priority is higher than the 

priority of the running process. 

Round-robin scheduling is preemptive algorithm. Each process is assigned a time interval, called 

its quantum, which it is allowed to run. If the process is still running at the end of the quantum, the 

CPU is preempted, and given to another process. If the process has blocked or finished before 

the quantum has elapsed, the CPU switching is done. 

 

The interesting issue with round-robin scheduling is the selection of the quantum length. 

Switching from one process to another requires certain amount of time for doing the 
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administration, such as saving and loading registers and memory maps, updating various tables 

and lists etc. This amount of time is called process switch time or context switch time.  

 

Suppose this time takes 5 msec. The quantum is set to 20 msec, i.e. after doing 20 msec of 

useful work, the CPU will have to spend 5 msec on context switching. 20% of the CPU time will 

be wasted for administrative overhead.  If the quantum is set to 500 msec for example, the 

wasted time will be less than 1%. But imagine what happens if ten interactive users hit the 

carriage return key at roughly the same time. Ten processes will be put on the list of runnable 

processes. If the CPU is idle, the first process will start immediately, the second one after 500 

msec, and so on. The last one have to wait 5 sec before getting a chance to start, assuming all 

others use their full quanta. Setting the quantum too short causes too many process switches and 

decreases the CPU utilization. But setting it to long may cause poor response time. 

 
Multi Level Feedback Queues 
 
In multilevel queue scheduling we assign a process to a queue and it remains in that queue until 

the process is allowed access to the CPU. That is, processes do not move between queues. This 

is a reasonable scheme as batch processes do not suddenly change to an interactive process 

and vice versa. However, there may be instances when it is advantageous to move process 

between queues. Multilevel feedback queue scheduling allows us to do this.  

 

Consider processes with different CPU burst characteristics. If a process uses too much of the 

CPU it will be moved to a lower priority queue. This will leave I/O bound and (fast) interactive 

processes in the higher priority queue(s). 

 

Assume we have three queues (Q0, Q1 and Q2). Q0 is the highest priority queue and Q2 is the 

lowest priority queue. 

 

The scheduler first executes process in Q0 and only considers Q1 and Q2 when Q0 is empty. 

Whilst running processes in Q1, if a new process arrived in Q0, then the currently running 

process is preempted so that the Q0 process can be serviced. 

 

Any job arriving is put into Q0. When it runs, it does so with a quantum of 8ms (say). If the 

process does not complete, it is preempted and placed at the end of the Q1 queue. This queue 

(Q1) has a time quantum of 16ms associated with it. Any processes not finishing in this time are 

demoted to Q2, with these processes being executed on a FCFS basis. 
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The above description means that any jobs that require less than 8ms of the CPU are serviced 

very quickly. Any processes that require between 8ms and 24ms are also serviced fairly quickly. 

Any jobs that need more than 24ms are executed with any spare CPU capacity once Q0 and Q1 

processes have been serviced. 

 

In implementing a multilevel feedback queue there are various parameters that define the 

scheduler. 

? The number of queues 

? The scheduling algorithm for each queue 

? The method used to demote processes to lower priority queues 

? The method used to promote processes to a higher priority queue (presumably by 
some form of aging) 

? The method used to determine which queue a process will enter 

 
System Services 
 
The collection of services provided by the operating system is called standard utilities. Two of 

them are system calls and systems programs. 

 

The services provided for program and users differ from one operating system to another, but 

there are some common classes of services, which can be identified. These operating system 

functions are provided for the convenience of the programmer to make the programming task 

easier. 

? Program Execution. The system should be able indicated that to load a program into 
memory and run it. The program must be able to indicate that its execution ended, 
either normally or abnormally. 

? Input/Output Operations. A running program may require input and output (I/O). This 
I/O may involve a file or an I/O device. For the specific devices, special functions may 
be desired (such as, rewind a tape drive,  and so on). Since a user program cannot 
execute I/O operations directly, the operating system must provide some means to 
do so. 

? File System Manipulation. The file system is of particular interest. Programs need to 
read and write files. User need to create and delete files by name. 

? Error detection. The operating system constantly needs to be aware of possible 
errors. Errors may occur in the cpu and memory hardware (such as a memory error 
os power failure), in I/O devices (such as a parity error on tape, a card jam in the card 
reader, or the printer out of paper), or in the user program (such as an arithmetic 
overflow, an attempt to access illegal memory location, or using too much cpu time). 
For each type of error, the operating system should take the appropriate action. 
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In addition, another set of operating system functions exist not for the user but for the efficient 

operation of the system itself. Systems with multiple users can gain efficiency by sharing the 

computer resources among the users. 

? Resource Allocation. When there are multiple users or multiple jobs running at the 
same time, resources must be allocated to each of them. Many different types of 
resources are managed by the operating system. Some (such as copy cycles, main 
memory, and file storage) may have special allocation code, while others (such as 
I/O devices) may have much more general request and release code. 

? Accounting. We want to keep track of are used by which user how much and what 
kinds of computer resources. This record-keeping may be for the purpose of paying 
for the system and its operation, or simply for accumulating usage statistics. Usage 
statistics may be a valuable tool in trying to configure the system to improve 
computing services. 

? Protection. The owners of information stored in a multi-user computer system may 
want to control its use. When several disjoint jobs read being executed 
simultaneously in order to increase utilization, conflicting demands for various 
resources need to be reconciled fairly and scheduled reasonably. 

 

System Calls 

Since the actual mechanics of issuing a system call are highly machine-dependent, and often 

must be expressed in assembly code, a procedure library is provided to make it possible to make 

system calls from high level language program. System calls provide the interface between a 

running program and the operating system. 

 

Several languages, as C, PL/360, have been defined to replace assembly language for systems 

programming. These languages allow system calls to be made directly. Some Pascal systems 

also provide an ability to make system calls directly from Pascal program to the operating system. 

Most FORTRAN system provide similar capabilities, often by a set of library routines. 

 

As an example of how system calls are used, consider writing a simple program to read data from 

one file and copy it to another file. The first thing the program will need is the name of the two 

files: the input file and output file. These can be specified in two ways. One approach is for the 

program to ask the user for the names of the two files. In an interactive system, this will require a 

sequence of system calls to first write a prompting message on the terminal, and then read from 

the terminal the characters which define the two files. Another approach, particularly used to 

batch system, is to specify the names of the files with control card. In this case, there must be a 

mechanism for passing these parameters from the control cards to the executing program. 
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Once the two file names are obtained, the program must open the input file and create the output 

file. Each of the operations requires another system call. There are also possible error conditions 

for each operation. When the program tries to open the input file, it may find that there is no file of 

that name to that the file is protected against access. In these cases, the program should print a 

message on the console (another system call). If the input file exists, the we must create a new 

out file. We may find that there is already an output file with the same name. This situation may 

cause the program to abort (a system call), or we may delete the existing file (another system 

call) and create a new one (another system call). Another option, in an interactive system, is to 

ask the user (a sequence of system calls to output the prompting message and read the 

response from the terminal) whether to replace the existing file or abort. 

 

Now that both files are set up, we enter a loop that reads from the input files (s system call) and 

writes to the output file (another system call). Each read and write must return status information 

regarding various possible error conditions. On input, the program may find that the end of the file 

has been reached, or that there was a hardware failure in the read (such as a parity error). The 

write operation may encounter various errors, depending upon the output device (no more disk 

space, physical end of tape, printer out of paper, and so on). 

 

Finally, after the entire file is copied, the program may close both files (another system call),  write 

a message to the console (more system calls) and finally terminate normally (the last system 

call). As we can see, programs may make heavy use of the operating system. All interactions 

between the program and its environment must occur as the result of requests from the program 

to the operating system. 

 

Most users never see this level of detail, however. The run-time support system for most 

programming language provides a much simpler interface. For example, a write statement in 

Pascal or FORTRAN most likely is compiled into a call to a run-time support routine that issues 

the necessary system calls, check for errors, and finally returns to the user program. Thus most 

of the detail of the operating system interface is hidden from the user programmer by the compiler 

and its run-time support package. 

 

System calls occur in different ways, depending upon the computer in use. Often more 

information is required than simply the identify of the desired system call. The exact type and 

amount of information varies according to the particular operating system and call. For example, 

to read a card image, we may need to specify the file or device to use, and the address and 

length of the memory buffer into which it should be read. Of course, the device or file may be 
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implicit in the call and, if the card images are always 80 characters, we may not need to specify 

the length. 

 

Two general methods are used to pass parameters to the operating system. The simplest 

approach is to pass the parameters in register. However, in some access there may be more 

parameters than registers. In these case the parameters stored in a block or t able in memory, 

and the address of the block is passed as a parameter in a register (Figure 1.4). Some operating 

system prefers this uniform interface, even when there are enough registers for all of the 

parameter for most cases. 

 

System calls can be roughly grouped into three major categories, such as process os job control, 

device and the file manipulation, and information maintenance. In the following,  we summarize 

the types of system calls that may be provided by an operating system. 

 

 

                                                        Register 

                                                                     

 

 

 

 

 

 

 

 

Fig. Passing parameter as a table 

Systems Programs 

Another aspect of a modern system is its collection of systems programs. While we could write a 

program to copy one file to another, as shown above, it is unlikely that we would want to. In 

addition to the actual operating system monitor code, most system supply a large collection of 

systems programs to solve common problems and provide a more convenient environment for 

program development and execution. 

Systems programs can be divided into several categories. 

? File Manipulation. These programs create, delete, copy, rename, print, dump, list, 
and generally manipulate files and directories. 
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? Status Information. Some program simply ask the system for the date, time, amount 

of available memory or disk space, number of users, or similar status information. 
That information is then formatted and printed to the terminal or other output device 
or file. 

? File Modification. Several text editors may be available to create and modify the 
content of files stored on disk. 

? Programming Language Support. Compliers, assemblers, and interpreters for 
common programming language (such as for Pascal, Basic and so on) are often 
provided with the operating system. Recently many of these programs are being 
priced and provided separately. 

 
Program Loading and Execution. Once a program is assembled or compiled, it must be loaded 

into memory to be executed. The system may provide absolute loaders, relocatable loaders, 

linkage editors, and overlay loaders. Debugging systems for either higher level language or 

machine language are also needed. 

SUMMARY 

  
? The most central concept in any operating system is the concept of process: an 

abstraction of a running program. 

? In a multiprogramming system, the CPU also switches from program to program, 

running each for tens or hundreds of milliseconds. While, strictly speaking, at any 

instant of time, the CPU is running only one program, in the course of one second, it 

may work on several programs, thus giving the users the illusion of parallelism. 

? There are typical three states of a process: 

o Running (actually using the CPU at that instant); 

o Blocked (unable to run until some external event happens); 

o Ready (runnable; temporarily stopped to let another process run). 

? Several processes are kept in memory at time. When one process has to wait, the 

operating system takes the CPU from that process, and gives it to another process. 

? To implement the process model, the operating system maintains a table, an array of 

structures, called the process table. Each entry identifies a process with information 

such as process state, its program counter, stack pointer, memory allocation, the 

status of its open files, its accounting and scheduling information 

? First-Come-First-Served, Priority, Preemptive Scheduling, Round Robin, Multi Level 

Feedback Queue are some Scheduling algorithms 
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? The collection of services provided by the operating system is called standard 

utilities. Two of them are system calls and systems programs. 

Test your Understanding 

 

1) Which of the following is not a part of Process Control Block (PCB) 

a) Process state 

b) CPU registers 

c) Job queue 

d) Program counter 

 

2) Which one of following is an algorithm for scheduling the processes? 

a) Optimal process Scheduling 

b) Shortest job first Scheduling 

c) Least Recently used process Scheduling 

d) First in first out process scheduling 

 

3) Which of the following is not considered for choosing a process Scheduling algorithm? 

a) Waiting time 

b) Response time 

c) Available time 

d) Turn around time 

 

4) Which of the following is not an operating system service? 

a) Accounting 

b) Communications 

c) Program execution 

      d) Error Correction  

 

 

 

Answers: 

1) c  2) b  3) c  4)d  
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Chapter 3: Memory Management 
 
Learning Objectives  
 
After completing this chapter, you will be able to: 

? Appreciate how Operating systems perform memory allocations to different 
processes 

 
 
Memory Management 
One of the main tasks of an operating system is to manage the computers memory. This includes 

many responsibilities, including 

? Being aware of what parts of the memory are in use and which parts are not. 

? Allocating memory to processes when they request it and de-allocating memory 
when a process releases its memory. 

? Moving data from memory to disc, when the physical capacity becomes full, and vice 
versa. 

 

Memory hierarchy 

 
The main memory is usually located on chips inside the system unit. There are has two kinds of 

memory: random-access memory (RAM) and read-only memory (ROM). 

 

The instructions that the computer gets and the data the processes are kept in RAM during 

computer works. RAM is not a permanent storage place for information. It is active only when 

computer is on. If computer is switched off, the information is deleted from RAM. ROM is the 

memory where information is only read. When the computer is is turned a off, information is not 

deleted from ROM. Writing information to ROM is made by vendor. The size of the main memory 

is measured in megabytes.  

 

The external memory is disk. Unlike information stored in RAM, information stored on a disk is not 

deleted when the computer turned off. Information stored on the disks is moved in is and out of 

RAM. The amount of space on a disk is measured in give bytes. There are two kinds of disks: 

hard disk and floppy disk.  
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The main memory and the floppy disk have less storage capacity than the hard disk. The hard 

disk can write and read information to and from the main memory much faster than a floppy disk. 

The access speed of main memory is also much faster than a hard disk. 

 

Disk-based systems provide the primary on-line storage of information, both program and data. 

Most programs, like assemblers, sort routines, editors, formatters, and so on, are stored on a disk 

until loaded into memory, and then use the disk as both the source and destination of the 

information for their processing. Hence, the proper management of disk storage is of central 

importance to a computer system. 

 

In a larger sense, however, disks systems are only one of many possible storage systems: 

registers, caches, main memory, disks, tapes and so on. Each storage system provides the basic 

functions of storing a piece of data, holding the data until it is retrieved at a later time. The main 

differences between the various storage systems are their speed, cost, size, and volatility. 

 

We can see a wide variety of storage in a computer system, which can be organized in a 

hierarchy (Fig. According to their speed or their cost. The higher levels are expensive, but very 

fast. As we move down the hierarchy, the cost per bit decreases, while the access time increases 

and the amount of storage at each level increases. This is reasonable, since if a given storage 

system was both fatter and cheaper than another, with other properties being the same, there 

would be no reason to use the slower, more expensive memory. 

 

The design of a computer memory system attempts to balance these factors: using only as much 

expensive memory as absolutely necessary while trying to provide as much cheap memory as 

possible. Demand paging is an example of such a system design: a limited amount of expensive, 

fast main memory is used to provide fast access to a much larger virtual memory which is actually 

stored on cheaper, slower secondary memory. Main memory can be viewed as a fast cache for 

secondary memory. 

 

Caching is an important principle of computer systems, both in hardware and software. 

Information is normally stored in some storage system (like main memory). As it is used, it is 

copied into a faster storage system (the cache) on a temporary basis. When a particular piece of 

information is needed, we first check if it is in the cache. If it is, we use the information directly 

from the cache. If not, we use the information from the main storage system, putting a copy in the 

cache in the hope that it will be needed again. 
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Since caches have limited size, cache management is an important design problem. Careful 

selection of cache size and a replacement policy can mean that 80 to 90 percent of all accesses 

are in the cache, resulting in very high performance. 

Extending this view, internal programmable registers, such as index registers and accumulators, 

are a high-speed cache for main memory. The programmer (or compiler) implements the register 

allocation and replacement algorithms to decide what information to keep in registers, and what 

to keep in main memory. The movement of information between levels of a storage hierarchy 

may be either explicit or implicit. 

  Registers   

     

  Cache   

     

  Main memory (RAM, ROM)   

     

 Secondary storage ( hard disk, floppy disk, magnetic tape )  

 

                           Fig.  Storage hierarchy     

   

Memory management 

 

A program’s machine language code must be in the computer’s main memory in order to execute. 

Assuring that at least the portion of code to be executed is in memory when a processor is 

assigned to a process is the job of the memory manager of the operating system. This task is 

complicated by two other aspects as modern computing systems. 

 

The first is multiprogramming. From its definition, we know that multiprogramming mean that 

several (at least two) processes can be active within the system during any particular time inval. 

But these multiple active processes result from various jobs entering and leaving the system in an 

unpredictable manner. Pieces, or blocks, of memory are allocated to these processes when they 

enter the system, and are subsequently freed when the process leaves the system. Therefore, at 

any given moment, the computer’s memory, viewed as a whole, consists of a part of blocks, 
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some allocated to processes active at that moment, and others free and available to a new 

process which may, at any time, enter the system.  

 

In general, then, programs designed to execute in this multiprogramming environment must be 

compiled so that they can execute from any block of storage available at the time of the 

program’s execution. Such program is called relocatable programs, and the idea of placing them 

into any currently available block of storage is called relocation.  

 

The second aspect of modern computing systems affecting memory management is the need to 

allow the programmer to use a range of program addresses, which may be larger, perhaps 

significantly larger than the range of memory locations actually available. That is, we want to 

provide the programmer with a virtual memory, with characteristics (especially size) different from 

actual memory, and provide it in a way that is invisible to the programmer. This is accomplished 

by extending the actual memory with secondary memory such as disk. Providing an efficiently 

operating virtual memory is another task for the memory management facility. 

 

Physical memory is divided into fixed size blocks called frames. Logical memory is also divided 

into blocks of the same, fixed size called pages. When a program is to be executed, its pages are 

loaded into any available memory frames from the disk. The disk is also divided into fixed size, 

which is the same size as the memory frames.  

 

The logical address space is the set of addresses seen by the user (or user process) 

 

The physical address space is the set of addresses in physical memory (RAM). The two address 

spaces need not be the same size and usually aren’t in most modern systems.  In systems with 

“virtual memory”, the logical address space is typically much larger than the physical address 

space. 
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Single Contiguous allocation 
 

If we only allow a single process in memory at a time we can make life simple for ourselves. In 

addition, if we only allow one process to run at any one time then we can make life very simple. 

 

That is, the processor does not permit multi-programming and only one process is allowed to be 

in memory at a time. Using this model we do not have to worry about swapping processes out to 

disc when we run out of memory. Nor do we have to worry about keeping processes separate in 

memory. 

 

All we have to do is load a process into memory, execute it and then unload it before loading the 

next process. 

However, even this simple scheme has its problems. 

? We have not yet considered the data that the program will operate upon. 

? We are also assuming that a process is self contained in that it has everything within 
it that allows it to function. This assumes that it has a driver for each device it needs 
to communicate with. This is both wasteful and unrealistic. We are also forgetting 
about the operating system routines. The OS can be considered another process and 
so we have two processes running which means we have left behind our ideal where 
we can consider that the memory is only being used by one process. 

 
Partitioned Allocation 
 
Multi Programming improves CPU Utilization. 

In a multiprogramming system, memory is divided into a number of fixed size or variable sized 

partitions or regions which are allocated to running processes. For example: a process needs m 

words of memory may run in a partition of n words where n ?  m. The variable size partition 

scheme may result in a situation where available memory is not contiguous, but fragmented into 

many scattered blocks. We distinguish between internal fragmentation and external 

fragmentation. The difference (n – m) is called internal fragmentation, memory which is internal to 

a partition but is not being used. If a partition is unused and available, but too small to be used by 

any waiting process, then it is accounted for external fragmentation. These memory fragments 

can not be used.  

Once partitions are defined, operating system keeps track of status (whether allocated or free) of 

memory partitions. This is done through a data structure called partition description table. 

The two most Common strategies to allocate free partitions to ready processes are: (i) first-fit 

and (ii) best-fit. The approach followed in the first fit is to allocate the first free partition large 
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enough to accommodate the process. The best-fit approach on the other hand allocates the 

smallest free partition that meets the requirement of the process. Both strategies require scanning 

the partition description table to find out free partitions.  

 

However, the first-fit terminates after finding the first such partition whereas the best fit continues 

searching for the near exact size. As a result, the first-fit executes faster whereas the best fit 

achieves higher utilization of memory by searching the smallest free partition. Therefore, a trade-

off between execution speed of first-fit and memory utilization of best fit must be made. 

 

To explain these two strategies, let us take one example. A new process P4 with size 80K is 

ready to be allocated into memory whose partition layout is given in figure 2. Using first-fit 

strategy, P4 will get the first partition leaving 120K of unused memory. Best fit will continue 

searching for the best possible partition and allocate the last partition to the process leaving just 

20K bytes of unused memory. 

 

Protection and Sharing: Multiprogramming introduces one essential problem of protection. Not 

only that the operating system must be protected from user programs/processes but each user 

process should also be protected from maliciously accessing the areas of other processes. In 

system that uses base register for relocation, a common approach is to use limit (bound) register 

for protection. The primary function of a limit register is to detect attempts to access memory 

location beyond the boundary assigned by the operating system. When a process is scheduled, 

the limit register is loaded with the highest virtual address in a program. Memory access of a 

running program is first compared with the contents of the limit register. If it exceeds the limit 

register, no permission is given to the user process. In this way, any attempt to access a memory 

location beyond the boundary is trapped.  

 

In addition to protection, a good memory management mechanism must also provide for 

controlled sharing of data and code between cooperating processes. One traditional approach 

to sharing is to place data and code in a dedicated common partition. However, any attempt by a 

participating process to access memory outside of its own participation is normally regarded as a 

protection violation. In systems with protection keys, this obstacle may be circumvented by 

changing the keys of all shared blocks upon every process switch in order to grant access rights 

to currently running process. 
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Static Partitioned Allocation 
 

One method is to divide the memory into fixed sized partitions. The basic approach here is to 

divide memory into several fixed size partitions where each partition will accommodate only one 

program for execution. The number of programs (i.e. degree of multiprogramming) residing in 

memory will be bound by the number of partition When a program terminates, that partition is free 

for another program waiting in a queue. When a job arrives, it can be put into an input queue for 

the smallest partition large enough to hold it. Since the partitions are fixed in this scheme , any 

space in a partition not used by a job is lost. 

Fixed partitioning imposes several restrictions: 

? No single program/process may exceed the size of the largest partition in a given 
system. 

? It does not support a system having dynamically data structure such as stack, queue, 
heap etc. 

? It limits the degree of multiprogramming, which in turn may reduce the effectiveness 
of short-term scheduling. 

 

The disadvantage of sorting the incoming jobs into separate queues becomes apparent when the 

queue for a large partition is empty but the queue for a small partition is full. Then small jobs will 

have to wait to get into memory even though plenty of memory is free. 

 
Dynamic Partitioned allocation 
 
The main problem with fixed size partition is the wastage of memory by programs that are smaller 

than their partitions (i.e. internal fragmentation). A different memory management approach 

known as dynamic partitions (also called variable partition) which creates partitions dynamically to 

meet the requirements of each requesting process. When a process terminates or becomes 

swapped-out, the memory manager can return the vacated space to the pool of free memory 

areas from which partition allocations are made. Compared to fixed partitions, in dynamic 

partitions, neither the size nor the number of dynamically allocated partition need be limited at 

any other time. Memory manager continues creating and allocating partitions to requesting 

processes until all physical memory is exhausted or maximum allowable degree of 

multiprogramming is reached. The main difference between the fixed partition and variable 

partitions is that the number, location and size of partitions vary dynamically in the latter as 

processes are created and terminated, whereas they are fixed in the former. The flexibility of not 

being tied to a fixed number of partitions that may be too large or too small for requesting 

processes, improves memory utilization but it also complicates the process of allocation and de-
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allocation of memory. In variable partition, operating system keeps track of which parts of 

memory are available and which are allocated. 

Example: 
 
Assume that we have 640K main memory available in which 40K is occupied by operating system 

program. There are 5 jobs waiting for memory allocation in a job queue Applying First Come First 

Served FCFS scheduling policy, Process 1, Process 2 and Process 3 can be immediately 

allocated in memory. Process 4 cannot be accommodated because there is only 600 - 550 = 50K 

left for it. Let us assume that after some time Process 1 is terminated, releasing 200K memory 

space. After that the control is returned to the Process queue and next process (Process 4) is 

swapped, in the memory which is illustrated in figure (c). After Process 1, Process 3 gets 

terminated releasing I00K memory but Process 5 cannot be accommodated due to external 

fragmentation. After the swapping out of Process 2 due to termination, Process 5 will be loaded 

for execution. 

 

This example illustrates one important problem with variable size partitions. The main problem is 

external fragmentation. It exists when the size of memory is large enough for a requesting 

process, but it cannot satisfy a request because it is not contiguous; storage is fragmented into a 

small number of holes (free spaces). Depending upon the total size of memory and number and 

size of a program, external fragmentation may be either a minor or a major problem. One solution 

to this problem is compaction. It is possible to combine all the holes (free spaces) into a large 

block by pushing all the processes downward as far as possible. Compaction is usually not done 

because it consumes a lot of CPU time; on a 1M Microcomputer that has the capacity of copying 

at a rate of 1 megabyte/sec, CPU takes one second to compact memory. It is usually done on a 

large machine like mainframe or supercomputer because they are supported with a special 

hardware to perform this task (compaction) at a rate of 40 megabytes/sec or more. Solution of an 

optimal compaction strategy is quite difficult. 

 

One advantage with variable partition is that memory utilization is generally better than fixed size 

partitions, since partitions are created accordingly to the size of process. Protection and sharing 

in static and dynamic partitions are quite similar, because of same hardware requirement except 

for some additional consideration due to compaction of memory during dynamic partitioning. 

 

One advantage of dynamic partitioning is to support processes whose memory requirement 

increase during their execution. In that case operating system creates a larger partition and 

moves a process into it. If there is an adjacent free area it simply expands it. 
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Disadvantages 
 

Dynamic memory management requires lots of operating system space, time, complex memory 
management algorithm and bookkeeping operations. 
 
Paged Memory 
 
With a batch system, fixed partitioning of memory is simple and effective. With timesharing 

systems and graphically oriented personal computers, the situation is different. Sometimes there 

is not enough main memory to hold all the currently active processes, so excess processes must 

be kept on disk and brought in to run dynamically.  

Wherever a new process is ready to be loaded into memory and if no partition is free, swapping 

of processes between main memory and secondary storage is done. Swapping helps in CPU 

utilization by replacing suspend able processes but residing into main memory with ready to 

execute processes from secondary storages. When the scheduler admits a new process (of high 

priority) for which no partition is free, a memory manager is invoked to make a partition free to 

accommodate the process. The memory manager performs this task by swapping out low priority 

processes suspended for a comparatively long time in order to load and execute the higher 

priority process. When the higher priority process is terminated, the lower priority process can be 

swapped back and continued. Swapping requires secondary storage device such as fast disk to 

store the suspended processes from main memory. One problem with swapping process is that it 

takes a long time to access process from the secondary storage device. The overhead must be 

considered when deciding whether to swap a process in order to make room for another process. 

 

The other strategy, called virtual memory, allows programs to run even when they are only 

partially in main memory. Most modern Operating systems use this concept and swapping is now 

used in conjunction with Virtual Memory.  

 

In general, real user programs don't need to be completely in system memory while they execute. 

For example: programs often have code to handle unusual error events, which very rarely occur 

in practice. This code is almost never executed. Even in those cases where the entire program is 

needed, it's not necessary for all parts of the program to be in memory at the same time. 

 

Executing a program that is partially in memory can have many benefits, not only for users but 

also for the system: 

? A program is no longer limited by the size of physical memory that is available. 
Writing a program in a large virtual address space is more convenient. 
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? Because each user may take less physical memory, more user can be run at the 

same time. The CPU utilization and the system throughput may increase. 

? Less I/O operation would be needed to load users into memory, so each user could 
run faster. 

? Virtual memory management allows the execution of processes that are partially in 
system memory. So programming with very large virtual memory is possible 

 

Most modern computers have special hardware called a memory management unit (MMU). This 

unit sits between the CPU and the memory unit. On any computer , there exists a set of memory 

addresses that programs can produce. These program generated addresses are called virtual 

addresses and form the virtual address space. Whenever the CPU wants to access memory 

(whether it is to load an instruction or load or store data), it sends the desired memory address to 

the MMU, which translates it to another address before passing it on the memory unit. The 

Memory Management Unit maps these virtual addresses to the physical ones. 

 

The virtual address space is divided up into units called pages. The corresponding units in 

physical memory are called page frames. The pages and page frames are always the same 

size.The address generated by the CPU, after any indexing or other addressing-mode arithmetic, 

is called a virtual address, and the address it gets translated to by the MMU is called a physical 

address.  

 

Normally, the translation is done at the granularity of a page. Each page is a power of 2 bytes 

long, usually between 1024 and 8192 bytes. If virtual address p is mapped to physical address f 

(where p is a multiple of the page size), then address p+o is mapped to physical address f+o for 

any offset o less than the page size. In other words, each page is mapped to a contiguous region 

of physical memory called a page frame.  
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The MMU allows a contiguous region of virtual memory to be mapped to page frames scattered 

around physical memory making life much easier for the OS when allocating memory. Much more 

importantly, however, it allows infrequently-used pages to be stored on disk. Here's how it works: 

The tables used by the MMU have a valid bit for each page in the virtual address space. If this bit 

is set, the translation of virtual addresses on a page proceeds as normal. If it is clear, any attempt 

by the CPU to access an address on the page generates an interrupt called a page fault trap. The 

OS has an interrupt handler for page faults, just as it has a handler for any other kind of interrupt. 

It is the job of this handler to get the requested page into memory.  

 

Conceptually, the MMU contains a page table, which is simply an array of entries indexed by 

page number. Each entry contains some flags (such as the valid bit mentioned earlier) and a 

frame number. The physical address is formed by concatenating the frame number with the 

offset, which are the low-order bits of the virtual address.  
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There are two problems with this conceptual view. First, the lookup in the page table has to be 

fast, since it is done on every single memory reference--at least once per instruction executed (to 

fetch the instruction itself) and often two or more times per instruction. Thus the lookup is always 

done by special-purpose hardware. Even with special hardware, if the page table is stored in 

memory, the table lookup makes each memory reference generated by the CPU cause two  

references to memory. Since in modern computers, the speed of memory is often the bottleneck 

(processors are getting so fast that they spend much of their time waiting for memory), virtual 

memory could make programs run twice as slowly as they would without it. 

 
What is a Page Fault? 

A virtual address space is implemented using a combination of physical   memory, backing 

storage, and memory management data structures known  as page tables.  The operation known 

as paging is a transition, and refers to the relocation of the contents of memory between physical 

memory and backing storage, or from the memory allocated to a process to one  of the various 

system-defined pools of pages of physical memory, or  from one of these pools to a process, or 

from one of these pools to  backing storage.  

 

Examples of events that trigger page faults include references to any  portion of virtual address 

space that is not currently valid, meaning  that there is currently no physical memory associated 

with the virtual  memory.  Depending on tracking information in the page tables, resolving  this 

page fault may require acquiring and initializing a page of physical  memory from a list of free 

pages, acquiring the previous contents from  a cache of modified pages, or acquiring a free 

physical page and reloading  the previous contents of the virtual page from the backing storage 

area.  The page tables track the translation of virtual address space into the   associated physical 

memory, or to the contents of the memory page in the backing storage area.  A page fault is an 

event that is triggered when a page is to be moved.  ("Traps" and "faults" are basic reporting 

mechanisms.  A "trap" occurs at the end of the processing of an instruction, while a "fault" occurs 

during the processing of an instruction.  An AST is based on a trap.  A page fault occurs during 

the processing of an instruction, and means that the instruction must be restarted once the 

paging completes and the virtual memory is valid.) 

 

Page Replacement Algorithms  

FIFO  

(First-in, first-out) Keep the page frames in an ordinary queue, moving a frame to the tail of the 

queue when it it loaded with a new page, and always choose the frame at the head of the queue 

for replacement. In other words, use the frame whose page has been in memory the longest. 
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While this algorithm may seem at first glance to be reasonable, it is actually about as bad as you 

can get. The problem is that a page that has been memory for a long time could equally likely be 

``hot'' (frequently used) or ``cold'' (unused), but FIFO treats them the same way. In fact FIFO is 

no better than, and may indeed be worse than  

RAND  

(Random) Simply pick a random frame. This algorithm is also pretty bad.  

 

OPT  

(Optimum) Pick the frame whose page will not be used for the longest time in the future. If there 

is a page in memory that will never be used again, it's frame is obviously the best choice for 

replacement. Otherwise, if (for example) page A will be next referenced 8 million instructions in 

the future and page B will be referenced 6 million instructions in the future, choose page A. This 

algorithm is sometimes called Belady's MIN algorithm after its inventor. It can be shown that OPT 

is the best possible algorithm, in the sense that for any reference string (sequence of page 

numbers touched by a process), OPT gives the smallest number of page faults. Unfortunately, 

OPT, like SJF processor scheduling, is not implementable because it requires knowledge of the 

future. It's only use is as a theoretical limit.  

LRU  

(Least Recently Used) Pick the frame whose page has not been referenced for the longest time. 

The idea behind this algorithm is that page references are not random. Processes tend to have a 

few hot pages that they reference over and over again. A page that has been recently referenced 

is likely to be referenced again in the near future. Thus LRU is likely to approximate OPT. LRU is 

actually quite a good algorithm. There are two ways of finding the least recently used page frame. 

One is to maintain a list. Every time a page is referenced, it is moved to the head of the list. When 

a page fault occurs, the least-recently used frame is the one at the tail of the list. Unfortunately, 

this approach requires a list operation on every single memory reference, and even though it is a 

pretty simple list operation, doing it on every reference is completely out of the question, even if it 

were done in hardware. An alternative approach is to maintain a counter or timer, and on every 

reference store the counter into a table entry associated with the referenced frame. On a page 

fault, search through the table for the smallest entry. This approach requires a search through the 

whole table on each page fault, but since page faults are expected to tens of thousands of times 

less frequent than memory references, that's ok. A clever variant on this scheme is to maintain an 

n by n array of bits, initialized to 0, where n is the number of page frames. On a reference to page 

k, first set all the bits in row k to 1 and then set all bits in column k to zero. It turns out that if row k 

has the smallest value (when treated as a binary number), then frame k is the least recently used.  
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Unfortunately, all of these techniques require hardware support and nobody makes hardware that 

supports them. Thus LRU, in its pure form, is just about as impractical as OPT. Fortunately, it is 

possible to get a good enough approximation to LRU (which is probably why nobody makes 

hardware to support true LRU).  

NRU  

(Not Recently Used) There is a form of support that is almost universally provided by the 

hardware: Each page table entry has a referenced bit that is set to 1 by the hardware whenever 

the entry is used in a translation. The hardware never clears this bit to zero, but the OS software 

can clear it whenever it wants. With NRU, the OS arranges for periodic timer interrupts (say once 

every millisecond) and on each ``tick,'' it goes through the page table and clears all the 

referenced bits. On a page fault, the OS prefers frames whose referenced bits are still clear, 

since they contain pages that have not been referenced since the last timer interrupt. The 

problem with this technique is that the granularity is too coarse. If the last timer interrupt was 

recent, all the bits will be clear and there will be no information to distinguished frames from each 

other.  

SLRU  

(Sampled LRU) This algorithm is similar to NRU, but before the referenced bit for a frame is 

cleared it is saved in a counter associated with the frame and maintained in software by the OS. 

One approach is to add the bit to the counter. The frame with the lowest counter value will be the 

one that was referenced in the smallest number of recent ``ticks''. This variant is called NFU (Not 

Frequently Used). A better approach is to shift the bit into the counter (from the left). The frame 

that hasn't been reference for the largest number of ``ticks'' will be associated with the counter 

that has the largest number of leading zeros. Thus we can approximate the least-recently used 

frame by selecting the frame corresponding to the smallest value (in binary). (That will select the 

frame unreferenced for the largest number of ticks, and break ties in favor of the frame longest 

unreferenced before that). This only approximates LRU for two reasons: It only records whether a 

page was referenced during a tick, not when in the tick it was referenced, and it only remembers 

the most recent n ticks, where n is the number of bits in the counter. We can get as close an 

approximation to true LRU as we like, at the cost of increasing the overhead, by making the ticks 

short and the counters very long.  

Second Chance  

When a page fault occurs, look at the page frames one at a time, in order of their physical 

addresses. If the referenced bit is clear, choose the frame for replacement, and return. If the 

referenced bit is set, give the frame a ``second chance'' by clearing its referenced bit and going 

on to the next frame (wrapping around to frame zero at the end of memory). Eventually, a frame 
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with a zero referenced bit must be found, since at worst, the search will return to where it started. 

Each time this algorithm is called, it starts searching where it last left off. This algorithm is usually 

called CLOCK because the frames can be visualized as being around the rim of an (analogue) 

clock, with the current location indicated by the second hand.  

 
Demand Paged Memory 
 
Demand paging is in principal similar to a paging system with swapping. Normally, user programs 

are kept in secondary memory, usually on a disk. When a program is to be executed, it is 

swapped into system memory in the following way: only those pages that will be used before the 

program will swapped out again are swapped in. Through this, swapping time and amount of 

physical memory needed can be decreased. As there is much less physical memory than virtual 

memory the operating system must be careful that it does not use the physical memory 

inefficiently. One way to save physical memory is to only load virtual pages that are currently 

being used by the executing program. For example, a database program may be run to query a 

database. In this case not all of the database needs to be loaded into memory, just those data 

records that are being examined. Also, if the database query is a search query then the it does 

not make sense to load the code from the database program that deals with adding new records. 

This technique of only loading virtual pages into memory as they are accessed is known as 

demand paging. 

Principal operation 

 

Figure: Principal operation of demand paging 
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The valid/invalid bit of the page table entry for a page, which is swapped in, is set as valid. 

Otherwise it is set as invalid, which will have no effect as long as the program never attempts to 

access this page. If all and only those pages actually needed are swapped in, the process will 

execute exactly as if all pages were brought in. 

If the process tries to access a page, which was not swapped in, i.e. the valid/invalid bit of this 

page table entry is set to invalid, then a page fault trap will occur. Instead of showing the "invalid 

address error" as usually, it indicates the operating system's failure to bring a valid part of the 

program into memory at the right time in order to minimize swapping overhead. 

In order to continue the execution of process, the operating system schedules a disk read 

operation to bring the desired page into a newly allocated frame. After that, the corresponding 

page table entry will be modified to indicate that the page is now in memory.  

Because the state (program counter, registers etc.) of the interrupted process was saved when 

the page fault trap occurred, the interrupted process can be restarted at the same place and 

state. As shown, it is possible to execute programs even though parts of it are not (yet) in 

memory. 

In the extreme case, a process without pages in memory could be executed. Page fault trap 

would occur with the first instruction. After this page was brought into memory, the process would 

continue to execute. In this way, page fault trap would occur further until every page that is 

needed was in memory. This kind of paging is called pure demand paging: never bring a page 

into memory until it is required. 

Performance 
Demand paging has a significant effect on the system performance of a computer system. We 

can calculate the effective access time Teff for a demand paged memory to show this effect. 

 

Let p be the probability of a page fault: 0 ?  p ?  1. We would expect p to be very close to 0. Clearly 

(1 – p) is the probability that a page which is already in memory. Let Ta be the memory access 

time, Tfault be the page fault processing time. The effective access time is calculated as follows: 

Teff  = (1 – p) * Ta + p * Tfault 

 

We need to determine the page fault processing time first. If a page fault trap occurs, some work 

has to be carried out in the following sequence: 

? Serving the page fault interrupt, including: a) trap to the operating system, b) save 
user registers and program state, c) check the page reference and determine the 
location of the page on the disk. 
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? Swapping in the required page: a) read from disk to a free frame, b) serve interrupt 

from disk, c) correct the page table to indicate that the desired page is now in 
memory. 

? Restart the process: wait for the CPU to be allocated to this process again, b) restore 
the user registers and program state, c) resume the interrupted instruction. 

Suppose an average page fault processing time of 10 ms and a memory access time of 1 ?sec, 
then we have: 

Teff  = (1 – p) * Ta + p * Tfault 

Teff  = (1 – p) * (1 ?sec) + p * (10 msec) 

Teff  = 1 + 9999 * p ?sec 

It is easy to see that the effective access time is directly proportional to the page fault rate p. If no 

page fault occurs, the effective access time is equal the memory access time. If one access out of 

1000 generates a page fault, then the effective access time is 11 ?sec. This means that the 

computer would be slowed down by a factor of 11 because of demand paging. If we want less 

than 10% performance degradation, we need p < 0,00001. 

 
Segmented Memory 

In accord with the beautification principle, paging makes the main memory of the computer look 
more ``beautiful'' in several ways.  

? It gives each process its own virtual memory, which looks like a private version of the 
main memory of the computer. In this sense, paging does for memory what the 
process abstraction does for the CPU. Even though the computer hardware may 
have only one CPU (or perhaps a few CPUs), each ``user'' can have his own private 
virtual CPU (process). Similarly, paging gives each process its own virtual memory, 
which is separate from the memories of other processes and protected from them.  

? Each virtual memory looks like a linear array of bytes, with addresses starting at zero. 
This feature simplifies relocation: Every program can be compiled under the 
assumption that it will start at address zero.  

? It makes the memory look bigger, by keeping infrequently used portions of the virtual 
memory space of a process on disk rather than in main memory. This feature both 
promotes more efficient sharing of the scarce memory resource among processes 
and allows each process to treat its memory as essentially unbounded in size. Just 
as a process doesn't have to worry about doing some operation that may block 
because it knows that the OS will run some other process while it is waiting, it doesn't 
have to worry about allocating lots of space to a rarely (or sparsely) used data 
structure because the OS will only allocate real memory to the part that's actually 
being used.  

 

Segmentation caries this feature one step further by allowing each process to have multiple 
``simulated memories.'' Each of these memories (called a segment) starts at address zero, is 
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independently protected, and can be separately paged. In a segmented system, a memory 
address has two parts: a segment number and a segment offset . Most systems have some sort of 
segmentation, but often it is quite limited.  

 

Many application programs would be easier to write if they could have as many segments as they 
liked. As an example of an application program that might want multiple segments, consider a 
compiler. In addition to the usual text, data, and stack segments, it could use one segment for the 
source of the program being compiled, one for the symbol table, etc. Breaking the address space 
up into segments also helps sharing . If you think of the virtual address as being the 
concatenation of the segment number and the segment offset, segmentation looks superficially 
like paging. The main difference is that the application programmer is aware of the segment 
boundaries, but can ignore the fact that the address space is divided up into pages.  

 

The implementation of segmentation is also superficially similar to the implementation of paging. 
The segment number is used to index into a table of ``segment descriptors,'' each of which 
contains the length and starting address of a segment as well as protection information. If the 
segment offset not less than the segment length, the MMU traps with a segmentation violation. 
Otherwise, the segment offset is added to the starting address in the descriptor to get the 
resulting physical address. There are several differences between the implementation of 
segments and pages, all derived from the fact that the size of a segment is variable, while the 
size of a page is ``built-in.''  

? The size of the segment is stored in the segment descriptor and compared with the 
segment offset. The size of a page need not be stored anywhere because it is always 
the same. It is always a power of two and the page offset has just enough bits to 
represent any legal offset, so it is impossible for the page offset to be out of bounds. 
For example, if the page size is 4k (4096) bytes, the page offset is a 12-bit field, 
which can only contain numbers in the range 0...4095.  

? The segment descriptor contains the physical address of the start of the segment. 
Since all page frames are required to start at an address that is a multiple of the page 
size, which is a power of two, the low-order bits of the physical address of a frame 
are always zero. For example, if pages are 4k bytes, the physical address of each 
page frame ends with 12 zeros. Thus a page table entry contains a frame number, 
which is just the higher-order bits of the physical address of the frame, and the MMU 
concatenates the frame number with the page offset, as contrasted with adding the 
physical address of a segment with the segment offset.  

SUMMARY 

  

? A program’s machine language code must be in the computer’s main memory in 
order to execute. Assuring that at least the portion of code to be executed is in 
memory when a processor is assigned to a process is the job of the memory 
manager of the operating system 

? The logical address space is the set of addresses seen by the user (or user process) 

? The physical address space is the set of addresses in physical memory (RAM).The 
two address spaces need not be the same size and usually aren’t in most modern 
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systems.  In systems with “virtual memory”, the logical address space is typically 
much larger than the physical address space. 

? Single Contiguous Allocation: the processor does not permit multi-programming 
and only one process is allowed to be in memory at a time 

? Partitioned Allocation: In a multiprogramming system, memory is divided into a 
number of fixed size or variable sized partitions or regions which are allocated to 
running processes. For example: a process needs m words of memory may run in a 
partition of n words where n ?  m 

? The two most Common strategies to allocate free partitions to ready processes are: 
(i) first-fit and (ii) best -fit. 

? Static Partitioned Allocation :One method is to divide the memory into fixed sized 
partitions. The basic approach here is to divide memory into several fixed size 
partitions where each partition will accommodate only one program for execution. 
The number of programs (i.e. degree of multiprogramming) residing in memory will 
be bound by the number of partition 

? A different memory management approach known as dynamic partitions (also 
called variable partition) which creates partitions dynamically to meet the 
requirements of each requesting process. When a process terminates or becomes 
swapped-out, the memory manager can return the vacated space to the pool of free 
memory areas from which partition allocations are made 

? Wherever a new process is ready to be loaded into memory and if no partition is free, 
swapping of processes between main memory and secondary storage is done. 

? Virtual memory management allows the execution of processes that are partially in 
system memory. So programming with very large virtual memory is possible 

? The virtual address space is divided up into units called pages. The corresponding 
units in physical memory are called page frames. The pages and page frames are 
always the same size. The address generated by the CPU, after any indexing or 
other addressing-mode arithmetic, is called a virtual address, and the address it gets 
translated to by the MMU is called a physical address.  

? Demand paging is an extension of paging. One of the extensions is the notion of a 
page fault. A page fault is an interrupt, which occurs when a process attempts to 
reference a page which is not currently in RAM. It is at this stage that the operating 
system, in particular the memory management section of the operating system, must 
step in and decide what to do. 

? This technique of only loading virtual pages into memory as they are accessed is 
known as demand paging. 

? Segmentation: 

o Divide address space into large contiguous segments 

o Divide segments into smaller fixed-size pages 

o Divide main memory into pages 

o Two-stage address translation 
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Test your Understanding 

 

1) In the context of Dynamic Storage Allocation Problem,which of the following is used ? 

a)Worst Fit. 

b)Second Fit 

c)Last Fit 

d)Least Fit. 

 

2) Which, among the four below, is not the main function of a memory manager? 
 

a) Keep track of which parts of memory are in use. 
b) Allocate memory to processes when they require it. 
c) Protect memory against unauthorized accesses. 
d)To delete the memory which is not in use. 
 

 
3) Which of the following Hardware support demand paging? 
 

a) Primary Memory 
b) Secondary Memory 
c) Page Table 
d) Tertiary Memory 

 
 
4) Which of the following is not a Page Replacement algorithm? 
 

a) FIFO Page Replacement 
b) LRU Page Replacement 
c) LIFO Page Replacement 
d) Optimal Page Replacement. 

 

 

 

 

 

Answers: 

1) a   2) d  3) d  4) c 

 

 



 Operating Systems 

©Copyright 2004, Cognizant Academy, All Rights Reserved 63  

 

 
Chapter 4: Inter-Process Communication and 

Synchronization 
 
Learning Objectives  
 
After completing this chapter, you will be able to: 

? Understand a brief overview on inter process communication done by OS 

 
 
Process Synchronization 
 
In an operating system there would be n processes all competing to use some shared data and 
shared resources. Maintaining data consistency requires mechanisms to ensure the orderly 
execution of cooperating processes. 

Processes frequently need to communicate with other processes. Therefore processes need to 
communicate in a well-structured way not using interrupts. The three issues: 

 

1. How can a process pass information to another? 

2. How to make sure that two or more processes do not get into each other’s way when engaging 
in critical activities? 

3. How to ensure proper sequencing when dependencies are present: if process A produces data 
and process B prints them, B has to wait until A has produced data before starting to print. 

 

Race Conditions 

Processes working together may share some common storage that each one can read and write. 
Situations like this, where two or more processes are reading or writing some shared data and 
the final result depends on who runs precisely when, are called race conditions.  

 

Types of Solutions 

Software Solutions that depend on Algorithms and / or Busy waiting 

Hardware Solutions like Interrupt Disabling which is really more for Uni Processor machines 

To prevent Race Conditions, concurrent processes must be synchronized. 
 
 
Process Communication  
 
To avoid race conditions , we need to satisfy 4 conditions to have a good solution. 

1. No two processes may be simultaneously inside their critical regions. 

2. No assumptions may be made about speeds or the number of CPUs 

3. No process running outside its critical region may block other processes 

4.No process should have to wait forever to enter its critical region 

Critical Region/Section 

Each process has a code segment, called critical section, in which the shared data is accessed. 
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The problem is to ensure that when one process is executing in its critical section, no other 
process is allowed to execute in its critical section 

 

Mutual Exclusion 

Where one process is allowed to update shared memory in its critical region without having other 
processes enter it. 

 

Disable Interrupts 
One way is to have each process disable interrupts just after entering its critical region and re-

enable them just before leaving it. This is not a good solution because the control of turning on 

interrupts is with the process/program/user. This will also not work in a multiprocessor 

environment as disabling interrupts only affects the CPU that executed the disable instruction. 

 

Lock Variables 
 

In another solution, we can have a lock variable that is set to 0 ( to mean the shared resource is 

available) and the process sets it to 1 and then enters the critical region. So the process waits if 

the lock variable is set to 0. Unfortunately this may yet lead to race conditions when two 

processes run like this: The first process reads the lock and sees it is 0. Before it can set it to 1, 

another process sets it to 1 and enters the critical region. The first process comes by and based 

on its initial reading, also sets the lock to 1 and enters. Now both processes are in the critical 

region. 

 
The TSL Instruction and Peterson’s solution 
 

Both these require busy waiting i.e. when a process wants to enters its critical region, it checks to 

see if the entry is allowed. If it is not , the process just sits in a tight loop waiting until it is. This 

approach wastes CPU time and alos leads to problems when processes of different priorities are 

run.  

 
Sleep and Wakeup 
 

Sleep is a system call that causes the caller to block, that is, be suspended until another process 

wakes it up. The wakeup call has one parameter, the process to be awakened. Alternatively, 

both sleep and wakeup each have one parameter, a memory address used to match up sleeps 

with wakeups. 

 
Semaphores 
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In 1965 , E.W. Djikstra suggested using an integer variable to count the number of wakeups 

saved for future use. In his proposal, a new variable type, called a semaphore, was introduced. 

Semaphores are integer variables used by processes to send signals to other processes. There 

are two calls associated with a semaphore, one to lock it and one to unlock it. When a process 

attempts to lock a semaphore, it will be successful if the semaphore is free. If the semaphore is 

already locked, the process requesting the lock will be blocked and remain blocked till the 

process that has the semaphore unlocks it. When that happens, the process that was blocked will 

be unblocked and the semaphore can then be locked by it. 

 

System semaphores are used by the operating system to control system resources. A program 

can be assigned a resource by getting a semaphore (via a system call to the operating system). 

When the resource is no longer needed, the semaphore is returned to the operating system, 

which can then alloc ate it to another program.  

Semaphores can only be accessed by two operations (usually system calls) : 

P (Wait or Down in some texts) 

 V (Signal or Up in some texts) 

The P and V operations work as follows: 

 
P (S) : trap to the kernel 
 Disable interrupts (to make access to semaphore atomic) 
 If S  > 0 then  
     S := S – 1 
  Else { add this process to the list of processes associated with S; 
  change its state to blocked; 
  schedule another process } 
 enable interrupts 
 return. 
 
V (S) : trap to the kernel 
 disable interrupts 
 If S = 0 and there are other processes waiting (i.e. queue is non-empty) then 
  {Select a process from the queue 
  Change its state from blocked to ready} 
 Else S := S + 1 
 enable interrupts 
 return. 
 
Semaphores can be used in two ways: 

(i) to enforce mutual exclusion to avoid race conditions 
e.g. 
P (mutex) ; V(mutex)  
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- mutex is a binary semaphore; only takes on values 0 and 1 

mutex is implemented as a shared variable, usually initialized to 1. 
 

(ii) for process synchronization 
e.g.  
 P (empty) …. V (full) 
 P (full)     ….  V (empty) 
 
- the semaphore represents the number of resources available and is called a 
counting semaphore. 

 

The critical aspect of semaphores is that they are executed atomically. I.e. no two processes can 
execute the wait and signal operations on the same semaphore at the same time. In priority 
inversion, a high priority task waits because a low priority task has a semaphore. A typical 
solution is to have the task that has a semaphore run at the priority of the highest waiting task. 

 

Monitors 

Hoare and Brinch Hansen proposed a higher level synchronization primitive called a monitor. 

A monitor is a collection of procedures, variables, and data structures that are grouped together 
in a special kind of module or package. Processes may call the procedures in a monitor 
whenever they want to, but they cannot directly access the monitor’s internal data structures from 
procedures declared outside the monitor. They are useful for achieving mutual exclusion, as only 
one process can be active in a monitor at any instant. 

 

SUMMARY 

 

? In an operating system there would be n processes all competing to use some 
shared data and shared resources. Maintaining data consistency requires 
mechanisms to ensure the orderly execution of cooperating processes. Processes 
frequently need to communicate with other processes. Therefore processes need to 
communicate in a well structured way not using interrupts. 

? Processes working together may share some common storage that each one can 
read and write. Situations like this , where two or more processes are reading or 
writing some shared data and the final result depends on who runs precisely when, 
are called race conditions. 

? To prevent Race Conditions, concurrent processes must be synchronized. 

? Ways to prevent race conditions are software based , hardware based 
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Test your Understanding 

 
1) Which of the following conditions will not avoid race conditions? 

a) No two processes may be simultaneously inside their critical regions. 

b) No assumptions may be made about speeds or the number of CPUs 

c) No process running outside its critical region may block other processes 
d) No process should have to wait forever to enter its critical region 

 
 

2) Which of the following is  Non-Pre-emptive Scheduling Algorithm? 
a) First come first serve. 
b) Round robin  
c) Shortest job first 
d) Priority  

 
 
3) Which of the following algorithm is worst in performance in Memory Allocation 

a) First fit 
b) Best fit 
c) Worst fit 
d) Next fit. 

 
 

 

 

 

 

Answers 

 

1)a, b,c,d     2) a  3) b 
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Chapter 5: Deadlocks 

 
Learning Objectives  
 

After completing this chapter, you will be able to: 

? Explain what are deadlocks and how the OS handles deadlocks 

 
 
Definition of Deadlocks 
 
A set of processes is in a deadlock state when every process in the set is waiting for an event 

that can only be caused by another process in the set. Consider a system with three disk drives. 

Suppose there are three processes, each is holding one of these three disk drives. If each 

process now requests another disk drive, three processes will be in a deadlock state, because 

each process is waiting for the event "disk drive is released", which can only be caused by one of 

the other waiting process. Deadlock state will occur involving processes competing not only for 

the same resource type, but also for different resource types. 

In order to prevent the occurrence of a deadlock, we must ensure that at least one of these 

conditions can not be hold. We will examine some of these possibilities. 

Example 

Bridge Traffic can only be in one direction 

Each entrance of the bridge can be viewed as a resource 

If a deadlock occurs , it can be resolved if one car backs up (resource preemption) 

Starvation is possible 

 
The basic conditions for a deadlock to occur 
 

A deadlock situation is characterized by the following conditions holding simultaneously in a 
system: 

? Mutual exclusion: at least one resource is held in a non-sharable mode; that is only 
one process at a time can use the resource. If another process requests the 
resource, the requesting process must be delayed until the resource has been 
released. 

? Hold and Wait: There must exist a process that is holding at least one resource and 
is waiting to acquire additional resources that are currently held by other processes. 

? Non-preemption: a resource can only be released by a process holding it after the 
process has finished its task. 
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? Circular wait: There must exist a set of waiting processes {p0, p1, ..., pn} such that p0 

is waiting for a resource which is held by p1; p1 is waiting for a resource which is held 
by p2; and so on; and pn is waiting for a resource which is held by p0. 

 

All four of these conditions must be present for a deadlock to occur – if even one is absent , there 
will be no deadlock,. 

 

The methods for preventing deadlocks 

Mutual Exclusion 

While non-sharable resources require mutual exclusive access, for example, a printer can not be 

simultaneously shared by several processes; sharable resources do not require mutual exclusive 

access and thus can not be involved in a deadlock. Read-only files are good example for 

sharable resource. It is quite normal, that if several processes try to open a read-only file at the 

same time, they will get access to that file. In general, we cannot prevent the occurrence of 

deadlock by denying the mutual exclusive condition. 

 

Avoid assigning a resource when that is not absolutely necessary, and try to make sure that as 

few processes as possible may actually claim the resource. 

 

Hold and Wait 

In order that the hold-and-wait condition never holds in the system, we must guarantee that 

whenever a process requests a resource, it does not hold any other resources. Or we can 

stipulate that each process has to acquire all of its resources before it begins execution. This has 

a serious disadvantage: the resource utilization may be very low, because many of the resources 

may be allocated, but unused for a long period of time. 

 

Another mechanism allows a process to request resources only if it has none, i.e. a process can 

request some resources and use them. Before it can request any additional resources, however, 

it must release all the resources it is currently allocated. 

 

No Preemption 

If a process that is holding some resource requests another resource that cannot be immediately 

allocated to it, then all resources currently being held are released. The state of the preempted 

resource has to be saved and later restored. 
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Circular Wait 

Impose a total ordering on all resource types. Require each process to request resources only in 

a strict increasing order. Resources from the same resource type have to be requested together. 

If a system does not employ a deadlock prevention, then a deadlock situation may occur. In this 

case, the system must provide: 

? An algorithm that examines the state of the system to determine whether a deadlock 
has occurred; 

? An algorithm to recover from deadlock situation. 

 
 
How the OS handles deadlocks 
 
Deadlock Prevention, Deadlock Avoidance, Deadlock Detection and Recovery are the ways the 
OS handles deadlocks. 

Prevention of Deadlocks – discussed in the section above 

Deadlock Avoidance  

The system must be able to decide whether granting a resource is safe or not and only make the 
allocation when it is safe. The main algorithms that do deadlock avoidance are based on the 
concept of safe states. A state is said to be safe if it is not deadlocked and there is some 
scheduling order in which every process can run to completion even if all of them suddenly 
request their maximum number of resources immediately. The state of being unsafe is not 
deadlocked but everywhere it is not possible to guarantee that all processes will finish. 

Use the Banker’s Algorithm to perform avoidance. 

The algorithm is based on the way a small town banker (the OS) might extend lines of credit 
(resources) to his customers (processes). What the algorithm does is check whether granting the 
request would lead to an unsafe state or safe state and only then grant a request 
 

Deadlock Detection  

With One Resource of each type 

Use algorithms and resource graphs to detect deadlocks 

With Multiple Resources of each type 

Use Existing Resource Vector, Available Resource Vector, Current allocation Matrix, Request 
Matrix and a matrix based algorithm to detect deadlocks. 

Deadlock Recovery 

There are several alternatives that help the system to recover from a deadlock automatically.  

One of them is process termination. Two possibilities concerning process termination are 
considered: 
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? Kill all deadlocked processes: this will break the deadlock cycle, but at a great 

expense, because these processes may have computed for a long period of time, 
and the results of these partial computations must be discarded. 

? Kill one process at a time until the deadlock cycle is eliminated. The cost for that 
possibility is relative high, since after each process is killed, a deadlock detection 
algorithm must be invoked to determine whether any processes are still in deadlock. 

 

If a partial termination is possible, i.e. killing one deadlocked process (or some processes) may 
break down the deadlock state of a set of processes, then we must determine the suitable one. 
There are many factors to be considered, for example: 

? The priority of the process; 

? The computing duration of the process; 

? The number and resource type which are used by the process; 

? How many processes will need to be terminated etc. 
 

It is clear that none of the alternatives mentioned above alone is appropriate for handling 

deadlocks in the wide spectrum of resource allocation problems. So they should be used in an 

optimal combination. One possibility to do this is to classify resources into classes, which are 

hierarchically ordered, and to apply suitable approach for handling deadlocks to each class. For 

example, consider a system composed of four classes of resources each associated with a 

suitable technique for handling deadlocks described below: 

 

No Class name Characteristic Deadlock handling 

1 Internal resources used by system such as a process 
control block 

Prevention through resource 
ordering 

2 Central memory used by user's jobs Prevention through resource 
preemption 

3 Job resources assignable devices and files Deadlock avoidance can be used 

4 Swappable space Memory space for each user job Preallocation can be used 

 

 
 
SUMMARY 
 

? A set of processes is in a deadlock state when every process in the set is waiting for 
an event that can only be caused by another process in the set 

? Mutual exclusion, Hold and Wait, No preemption ,Circular wait - All four of these 
conditions must be present for a deadlock to occur – if even one is absent , there will 
be no deadlock. 
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? Deadlock Prevention – 

o Avoid assigning a resource when that is not absolutely necessary , and try to 
make sure that as few processes as possible may actually claim the resource. 

o Another mechanism allows a process to request resources only if it has none, i.e. 
a process can request some resources and use them. Before it can request any 
additional resources, however, it must release all the resources it is currently 
allocated. 

o If a process that is holding some resource requests another resource that cannot 
be immediately allocated to it , then all resources currently being held are 
released 

o Impose a total ordering on all resource types require each process to request 
resources only in a strict increasing order. Resources from the same resource 
type have to be requested together 

? Deadlock Prevention, Deadlock Avoidance, Deadlock Detection and Recovery are 
the ways the OS handles deadlocks 

Test your Understanding 

 

1) Which of the following is not a method of Deadlock Prevention? 

a) Mutual Exclusion. 

b) No Preemption. 

c) Safe State 

d) Circular Wait 

 

2) Which of the following is a condition for the occurrence of a Deadlock? 

a) No Preemption. 

b) No Prevention. 

c) Safe State 

d) Circular Wait 

 

3) Which of the following methods are used for Deadlock Recovery? 

a) Banker’s Algorithm. 

b) Mutual Exclusion. 

c) Rollback. 

d) Starvation. 

 

Answers: 

1) c  2) a,d  3) c 
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Chapter 6: File Systems 

 
Learning Objectives  
 

After completing this chapter, you will be able to: 

? Understand how the OS manages Files and Directories using File System 

 
 
The definition and structure of files and directories 
 
For most users, the file system is the most visible aspect of an operating system. Files store data 

and programs. The operating system implements the abstract concept of a file by managing mass 

storage devices, such as tapes and disks. Also files are normally organized into directories to 

ease their use, so we look at a variety of directory structures. Finally, when multiple users have 

access to files, it may be desirable to control by whom and in what ways files may be accessed. 

This control is known as file protection. 

 

File management is one of the most visible services of an operating system. Computers can store 

information in several different physical forms; magnetic tape, disk, and are the most common 

forms. Each of these devices has its own characteristics and physical organization. 

 

For convenient use of the computer system, the operating system provides a uniform logical view 

of information storage. The operating system abstracts from the physical properties of its storage 

devices to define a logical storage unit, the file. Files are mapped by the operating system onto 

physical devices. 

 

Consequently, a file is a collection of related information defined by its creator. Commonly, files 

represent programs (both source and object forms) and data. Data files may be numeric, 

alphabetic or alphanumeric. Files may be free form, such as text files, or may be rigidly formatted. 

In general, a file is a sequence of bits, bytes, lines or records whose meaning is defined by its 

creator and user. It is a very general concept. 

 

A file is named and is referred to by its name. It has certain other properties such as its type, the 

time of its creation, the name (or account number) of its creator, its length, and so on. 
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The information in a file is defined by its creator. Many different types of information may be 

stored in a file: source programs, object programs, numeric data, text, payroll records, and so on. 

A file has a certain defined structure according to its use. A text file is a sequence of characters 

organized into lines (and possibly pages); a source file is a sequence of subroutines and 

functions, each of which is further organized as declarations followed by executable statement; 

an object file is a sequence of words organized into loader record blocks. 

 

One major consideration is how much of this structure should be known and supported by the 

operating system. If an operating system knows the structure of a file, it can then operate on the 

file in reasonable ways. For example, a common mistake occurs when a user tries to print the 

binary object form of a program. This attempt normally produces garbage, but can be prevented if 

the operating system has been told that the file is a binary object program. 

 

Often when the user attempts to execute an object program whose source file has been modified 

(edited) since the object file was produced, the source file will be recompiled automatically. This 

function ensures that the user always runs an up-to-date object file. Otherwise, the user could 

waste a significant amount of time executing the old object file. Notice that in order for this 

function to be possible, the operating system must be able to identify the source file from the 

object file, check the time that each file was last modified or created, and determine the language 

of the source program (in order to use the correct compiler). 

 
There are disadvantages to having the operating system know the structure of a file. One 

problem is the resulting size of the operating system. If the operating system defined fourteen 

different file structures, it must then contain the code to support these file structures correctly. In 

addition, every file must be definable as one of the file types supported by the operating system. 

Severe problems may result from new applications that require information structured in ways not 

supported by the operating system. 

 

Files are usually kept on disks. Disk systems typically have a well-defined block size determined 

by the size of a sector. All disk I/O is in units of one block (physical record), and all blocks are the 

same size. It is unlikely that the physical record size will exactly match the length of the desired 

logical record. Logical records may even vary in length packing a number of logical records into 

physical blocks is a common solution to this problem. 

 
The operating system often defined all files to be simply a stream of bytes. Each byte is 

individually addressable by its offset from the beginning (or end) of the file. In this case, the 
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logical record is one byte. The file system automatically packs and unpacks bytes into physical 

disk blocks as necessary. 

 

Knowledge of the logical record size, physical block size and packing technique determine how 

many logical records are packed into each physical block. The packing can be done either by the 

user’s application program or by the operating system. 

 
In either case, the file may be considered to be a sequence of blocks. All of the basic I/O function 

operates in terms of blocks. The conversion from logical records to physical blocks is relatively 

simple software problem. 

 
Notice that allocating disk space in blocks means that, in general, some portion of the last block 

of each file may be wasted. If each block is 512 bytes, then a file of 1949 bytes would be 

allocated 4 blocks (2048bytes); the last 99 bytes would be wasted. The wasted bytes allocated to 

keep everything in units of blocks (instead of bytes) are internal fragmentation. All file systems 

suffer from internal fragmentation. In general, large block sizes cause more internal 

fragmentation. 

 

A file is an abstract data type. To define a file properly, we need to consider the operations, which 

can be performed on files. System calls are provided to create, write, read, rewind, and delete 

files. To understand how file systems are supported, let us look at these nine +file operations in 

more detail. For convenience, assume the file system is disk-based. Let us consider what the 

operating system must do for each of the five basic file operations. It should then be easy to see 

how similar operations, such as renaming a file, would be implemented. 

? Creating a file. Two steps are necessary to create a file. First, space in the file 
system must be found for the file.  Second, an entry for the new file must be made in 
the directory. The directory entry records the name of the file and its location in the 
file system. 

? Writing a file. To write a file, a system call is made specifying both the name of the 
file and the information to be written to the file. Given the name of the file, the system 
searches the directory to find the location of the file. The directory entry will need to 
store a pointer to the current end of the file. Using this pointer, the address of the 
next block can be computed and the information can be written. The write pointer 
must be updated. In this way successive writes can be used to write a sequence of 
block to the file. 

? Reading a File. To read from a file, a system call specifies the name of the file and 
where (in memory) the next block of the file should be put. Again, the directory is 
searched for the associated directory entry. And again, the directory will need a 
pointer to the next block to be read. Once that block is read, the pointer is updated. 
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? Access/modification: When the information from the file is used, it should be 

accessed and read to main memory. After being used, memory contents should be 
written back to disk. Two main access methods are: 

o Sequential access 

o Direct (Random) access 

? Reposition: Set current file position to a specified value. This operation does not 
require the actual I/O but might be restricted by access method. 

? Deleting: Find the proper directory entry. Release all the file space and erase the 
entry. 

? Truncating: Saves all attributes of the file, but resets the size to zero. 

? Appending, Renaming, Copy: Can be constructed from create, truncate, read/write 
and delete operation or implemented independently. 

? Open/Close: Some systems allow using file by more then one user. In this case it is 
demanded, that file would be opened/closed explicitly. Open operations would put 
the entry into local process file table and check global file table for correspondent 
entry. If the entry was found, open counter would be incremented by one, else new 
entry would be created. Close operations would decrement open counter of 
correspondent entry in the global table. If counter becomes zero, the entry will be 
deleted from the global table. 

  

In general, a file is either being read or written, thus although it would be possible to have two 

pointers, a read pointer and a write pointer, most systems have only one, a current file position. 

Both the read and write operations use this same pointer, saving space in the directory entry, and 

reducing the system complexity. 

? Rewind a file. Rewinding a file need not involve any actual I/O rather the directory is 

searched for the appropriate entry, and the current file position is simply reset to the 

gaining of the file. 

? Delete a file. To delete a file, we search the directory for the named file. Having found 

the associated directory entry, we release all file space (so it can be reused by other 

files) and invalidate the directory entry. 

 

It is known that all of the operations mentioned involve searching the directory for the entry 

associated with the named file. The directory entry contains all of  the important information 

needed to operate on the file. To avoid this constant searching, many systems will open a file 

when it first becomes actively used. The operating system keeps a small table containing 

information about all open files. When a file operation is requested, only this small table is seated, 

not the entire directory. When the file is no longer actively used, it is closed and removed from the 

table of open files. 
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Some systems implicitly open a file when the first reference is made to it. The file is automatically 

closed when the job or program that opened the file terminates. Most systems, however, require 

that a file be opened explicitly by the programmer with a system call (open) before it can be used. 

The open operation takes a file name and searches the directory, copying the directory entry into 

the table of open files. The (open) system call will typically return a pointer to the entry in the table 

of open files. This pointer, not the actual file name, is used in all I/O operations, avoiding any 

further searching. 

 

The nine operations described above are certainly the minimal required file operations. More 

commonly, we will also want to edit the file and modify its contents. A common modification is 

appending new information to the end of an existing file. We may want to create a copy of a file, 

or copy it to an I/O device, such as a printer or a display. Since files are named objects, we may 

want to rename an existing file. 

 

Files store information. This information must be accessed and read into computer memory 

before it is used. There are several ways the information in the file can be accessed. Some 

systems provide only one access method for files, and so the concept is less important. On other 

systems, such as those of IBM, many different access methods are supported, and choosing the 

right one for a particular application is a major design problem. 

 

Sequential Access 

 

Information in the file is processed in order, one record after the other. This is by far the most 

common mode of access of files. For example, editors programs usually access files in this 

fashion. 

 

The read operation on a file automatically advances the file pointer. Similarly a write appends the 

new information to the end of the file, and advances the file pointer to the new end. Such a file 

can be rewound, and on some systems, a program may be able to skip forwarded or back n 

record, for some integer n (perhaps only for n = 1). This scheme is known as sequential access to 

a file. Sequential access is based upon a tape model of a file. 

 

Direct Accesses 

An alternative access method is direct access, which is based upon a disk model of a file. For 

direct access, the file is viewed as a numbered sequence of blocks or records. A direct access file 
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allows arbitrary blocks to be read of written. Thus we may read block 14, then red block 53, and 

then write block 7. There are no restrictions on the order of reading or writing for a direct access 

file. 

 

Direct access files are of great use for immediate access to large amounts of information. They 

are often used in accessing large databases. When a query concerning a particular subject 

arrives, we compute which block contains the answer and then read that block directly to provide 

the desired information. 

 

The file operations must be modified to include the block number as a parameter. Thus we have 

to read block n, where n is the block number, rather than read the next, and write block n rather 

than write the next. An alternative approach is to retain read next and write next, as with 

sequential access, and to add an operation, position file to n, where n is the block number. Then 

to perform a read block n, we would position to block n and then read next. 

 

The block number provided by the user to the operating system is normally a relative block 

number. A relative block number is an index relative to the beginning of the file. Thus the first 

relative block of the file is 0, the next...is 1, and so on, even through the actual absolute disk 

address of the block may be 14703 for the first block, and 14704 for the second. The use of 

relative block numbers allows the operating system to decide where the file should be placed, 

and prevents the user from accessing portions of the file system that may not be part of his file. 

Some systems start their relative block number at 0; others start at 1. 

 

Not all operating systems support both sequential and direct access for files. Some systems allow 

only that a file is defined as sequential or direct when it is created; such a file can only be 

accessed in a manner consistent with its declaration.  

 

Other Access Methods 

Other access method can be built on top of a direct access method. These additional methods 

generally involve the construction of an index for the file. The index, like an index in the back of a 

book, contains pointers to the various blocks. To find an entry in the file the index is consulted 

first. 
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With large files the index file itself may become too large to be kept in memory. One solution is 

then to create an index for the index file. The primary index file would contain pointers to 

secondary index files which then point to the actual data items. 

Files are represented by entries in a device directory or volume table of concerns. The device 

directory records information, such as name, location, size, and type, for all files on that device. 

 

A device directory may be sufficient for a single-user system with limited storage space. As the 

amount of storage and the number of users increase, however, it becomes increasingly difficult 

for the users to organize and keep track of all of the files on the file system. A directory structure 

provides a mechanism for organizing the many files in the file system. It may span device 

boundaries and include several different disk units. In this way, the user need be concerned only 

with the logical directory and file structure, and can completely ignore the problems of physically 

allocating space for files. 

 

In fact, many systems actually have two separate directory structures: the device directory and 

the file directories. The device directory is stored on each physical device and describes all files 

on that device. The device directory entry mainly concentrates on describing the physical 

properties of the files: where it is, how long it is, how it is allocated, and so on. The file directories 

are a logical organization of the files on all devices. The file directory entry concentrates on 

logical properties of each name: file, file type, owing user, accounting information, protection 

access code, and so on. A file directory entry may simply point to the device directory entry to 

provide physical properties or may duplicate this information. Our main interest now is with the file 

directory structure; device directories should be well understood. 

 

The particular information kept for each file in the directory varies from operating system to 

operating system. The following is a list of some of the information, which may be kept in a 

directory entry. Not all systems keep all this information, of course. 

? File name. The symbolic file name. 

? File type. For those systems that support different types. 

? Location. A pointer to the device and location on that devices of the file. 

? Size. The current size of the file (in bytes, words of blocks) and the maximum all ower 
size. 

? Current Position. A pointer to the current read or write position in the file. 

? Protection. Access control information the number of process that are currently using 
(have opened) this file. 
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? Time, date and process identification. This information may be kept for (a) creation, 

(b) last modification, and (c) last use. These can be useful for protection and usage 
monitoring. 

 

It may take from 16 to over 100 bytes to record this information for the each file. In a system with 

a large number of files, the size of the directory itself may be hundreds of thousands of bytes. 

thus the device directory may need to be stored on the device and brought into memory 

piecemeal, as needed. More specifically, when a file is open, the directory information about this 

file is brought into main memory. This information remains there until the file is closed. 

 

If we think of the directory as a symbol table that translates file names into their directory entries, 

it becomes apparent that the directory itself can be organized in many ways. We want to be able 

to insert entries, delete entries, search for a named entry and list all the entries in the directory. 

Next we consider what data structure is used for the directory. 

 

A linear list of directory entries requires a linear search to find a particular entry. This is simple to 

program but time consuming in execution. To create a new file, we must firt search the directory 

to be sure that no existing file has the same name. Then we can add a new entry at the end of 

the directory. To delete a file, we search the directory for the named file, then release the space 

allocated to it. To reuse the directory entry, we can do one of several things. We can mark it 

unused (a special name such as an all-blank name, or a used/unused bit in each entry), or attach 

it to a list of free directory entries. A third alternative is to copy the last entry in the directory in the 

freed location and decrease the length of the directory. A linked list can also be used to decrease 

the time to delete a file. 

 

The real disadvantage of a linear list of directory entries is the linear search to find a file. A sorted 

list allows a binary search, and decreases the average search time. However, the search 

algorithm is more complex to program. In addition, the list must be kept sorted. This requirement 

may complicate creating and deleting files, since we may have to move substantial amounts of 

directory information to maintain a sorted directory. (Notice, however, that if  we want to be able 

to produce a list of all files in a directory sorted by file name, we do not have to sort before listing). 

A linked binary tree might help here. 

 

Directory Structure Organization 

Many different file directory structures have been proposed, and are in use. The directory is 

essentially a symbol table. The operating system takes the symbolic file name and finds the 
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named file. We examine some directory structures here. When considering a particular directory 

structure, we need to keep in mind the operations, which are to be performed on a directory. 

? Search. We need to be able to search a directory structure to find the entry for a 
particular file. Since files have symbolic names, and similar names may indicate a 
relationship between the files, we may want to be able to find all files that match a 
particular pattern. 

? Create File. New files need to be created and added to the directory. 

? Delete File. When a file is no longer needed, we want to remove it from the directory. 

? List Directory. We need to be able to list the files in a directory and the contents of 
the directory entry for each file in the list. 

? Backup. For reliability, it is generally a good idea to save the contents and structure 
of the file system at regular intervals. This often consists of copying all files to 
magnetic tape. This provides a backup copy in use. In this case, the file can be 
copied to tape and the disk space of that file released for reuse by another file. 

The implementation of Directory is given below: 

 

Linear List (Unsorted) 

Linear List of filenames with pointers to data blocks 

? Search of each entry may involve going through the whole list. 

? Create file methods: search the list of the file with the same name, if not found, add 
new entry to the end of the list or insert it to the first unused entry spot. 

? Delete file: search list for the named file, add all the space of the file to the free space 
list, make some step, that allow reusing the entry. 

? Possible steps of reusing an entry: give an entry special name, associate used bit 
with each entry, copy the last entry to the freed spot and keep track of list size, keep 
list of free directory entries, use the linked list implementation for the list. 

 

Advantages: Simplicity and Universality. 

Disadvantages: Traversing the whole directory list takes a lot of disk reads which makes search 
very slow 

 

Sorted Linear List 

List of filenames sorted in alphabetical order with pointers to datablock 

? Search takes only logarithmical number of entry checks 

? Create file method: find the proper position of the new entry, reposition the rest of the 
list, insert new entry to the proper position. 

? Delete file method: find the entry and release  the file’s space, shift the rest of the list 
back at one entry. 

Advantages: Faster search and Universality. 
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Disadvantages: Many write operations are involved to create/delete a file. Linked list cannot be 
used for simplifying delete/create operation. 

Balanced Tree or Tree-like structure 

? Search in average takes only logarithmical time. 

? Create/Delete methods in average take logarithmical number of repositioning. 

Advantages: Faster method implementation might be better for certain logical directory structures. 

Disadvantages: Sophisticated, possible source of errors. Programming overheads and does not 
represent Graph logical structure for the directory in a reasonable way. 

Hash Table 

Entries are stored in the linear list. Hast function is used to map the filename into entry lndex. 

? To search, create or delete a fi le need to just convert the name into index, using hash 
function. 

? Need some mechanism to resolve collisions. 

Advantages: All methods implementation is fast and simple and Universal. 

Disadvantages: Resizing issue.  

 
 
Space allocation techniques for files and directories 
 
The most important characteristic of the disk secondary storage are: 

? Disk is divided on fixed size blocks 

? All I/O transfers between memory and disk are performed in units of blocks 

? Any information is allocated and stored on the disk in blocks. 

? Information, stored on disk can be modified on place. 

? Disk supports both sequential and random access. To get any particular block from 
disk is just the matter of time. 

 

These characteristics more or less define how files are implemented on the low level. Any file on 

the low level can be viewed as the collection of blocks. To access/modify any particular 

information in the file we need to read corresponding block from this collection into memory and 

offset correspondingly. The general issue with any file implementation is internal fragmentation. 

But there are some issues such as reliability, access rate, effective space usage, convenience, 

which can be treated differently. Depending on addressing, the major types of file allocation 

(which defines the implementation): 

? Contiguous Allocation 

? Linked Allocation 

? File Allocation Table 

? Index Allocation 
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Contiguous Allocation 

? In fact uses the ideas of contiguous multiple partition memory allocation with 
allocation unit equal to one block 

? Each file occupies contiguous set of blocks on the disk 

? Disk addresses define the linear ordering of blocks on the disk 

? All information about file location property is implemented through file starting block 
and file size in blocks 

? To create the file of specified size, the disk hole that is good enough for the file 
should be found using the chosen algorithm for finding the hole. Then correspondent 
entry should be made in directory. 

? To access information in the file need to find number B of the block on which this 
information resides and access the disk block number starting block + B. 

? Supports sequential and random access equally efficiently. 
 

Problems: 

? Effectiveness of space usage: finding the free space for the file, external 
fragmentation, and pre-allocation for the file leads to internal fragmentation. 

? Convenience: need to specify the file size upfront, which is not trivial task for user, if 
file size is not specified properly difficult to resize. 

? Two ways to deal with resizing issue 

o Rely on user declaration of the size. If file exceeds declared size terminates 
modification and let user to reallocate bigger size. This way is also the least 
convenient.  

o Let the system relocate file into bigger hole, when the original hole is overgrown. 
 

Linked Allocation 

? File is implemented as linked list of blocks 

? Directory entry contains the head and tail block numbers 

? Each block contains the number of next block. Last block contains invalid number. 

?   To create a new file just create directory entry with negative head and tail block 
numbers. 

? Write causes a free block to be found and added to the tail of the list with changing 
tail block number in directory. 

? To read need read blocks from the head to desired block in order 

? No external fragmentation 

? No resizing issues. 
 

Problems: 

? Unequally supports sequential and random access. Random is much slower. 

? Space required for pointers. 

? This problem can be decreased through allocating and accessing files by clusters. 
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? If one block is corrupted all the rest blocks of file are inaccessible. This also leads for 

ineffectively used space. 

? Possibility to be linked to wrong block due to read error can damage big part of file 
system that doesn’t belong to this particular file. 

 

File Allocation Table(FAT) 

? Variation of linked allocation 

? Section of the disk at the beginning of each partition is reserved for FAT. 

? FAT has one entry for each disk block and is indexed by block number 

? If the block number B belongs to the file, then B-th entry to the FAT is number of next 
block in the file. 

? If the block number B is not used by the file, the B-th entry to the FAT is 0 

? If the block number B is the last block of the file, the B-th entry to the FAT is 
end_of_file, which is specially defined by the OS number 

 

Problems 

? If FAT is not cached, slows the sequential access  

? Reliability 
 

Advantage 

? Locality of addresses improved. This eases the reliability control and improves 
random access rate 

? Incorporate the free space management data in the same table. 
 

Indexed Allocation 

? Similar to paging memory allocation 

? Blocks are allocated to the file from wherever free disk space is found 

? Each file has additional index block, the number of index block is contained by 
directory entry. 

? Index block implements location property. 

? Index block contains number of blocks allocated to the file in order of allocation. 

 

Advantage: No external fragmentation and equal support for sequential and random access 

 
Secondary Storage 
 
Physical view of the disk is actually abstracted view, used by OS to provide variety of 
management, protection and services tasks for other units, which interact with disk. In order to 
manage disk itself we need to take account of the physical organization of the disk in more detail. 

Disk structure 
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Disk can be viewed as physical array of logical blocks, Logical block is the smallest unit of data to 

be transferred. The size of logical block can be changed manually through the formatting 

procedure. 

? Disk is the stack of magnetic platters. These platters are divided into cylinders, each 

cylinders contains certain number of circular tracks, and tracks are divided into 

sectors. The disk heads that can move concurrently along the fixed disk arm provides 

read/write operations. Disk itself rotates with constant angular speed to provide 

access to every sector. 

? The actual disk address consists of three number: cylinder number C, track number 

T, sector number S. 

? Finding the address, specified by (C,T,S) can be done by disk in two actions: 

o Disk arm moves heads to the cylinder C. 

o Waiting for the proper time until disk rotates the sector S in position under the 
heads then One of the heads will access the track T 

 

Random Access Devices 

Drums 

The oldest random-access secondary storage device is the drum memory. Drum memories had, 

as their central element, a rotating drum coated with a continuous layer of magnetic material.  

The drum was driven by an electric motor, spinning at a fixed rage, typically from 5 to 60 

revolutions per second; the rate was typically locked to the frequency of the alternating current 

powering the motor. Data was read and written using magnetic recording heads. Each head was 

fixed in position over a circular track of data on the drum, so the number of heads was the same 

as the number of tracks. Even in the early days of drum recording, drives with 64 or more heads 

were common. 

 

Transfer of data to or from such a drum must specify the track to be accessed and the sector 

within that track, and then, before data can be transferred, the user may have to wait for the 

appropriate sector to pass under the head. The waiting time for such a drum access is called the 

rotational latency time. 

 

The term latency time is a general term, which refers to the time between the initiation of a 

process and the time when that process actually starts. The process is said to be latent during 

this interval 

Fixed Head Disks 



 Operating Systems 

©Copyright 2004, Cognizant Academy, All Rights Reserved 86  

 

 
Disks originated as a simple approach to reducing the volume occupied. Simple disk consist of a 

magnetically surfaced platter with heads mounted against it from one of both sides. Such  a disk 

is called a fixed head disk. 

 

One result of the disk arrangement is that the tracks near the center of the disk are physically 

shorter than those near the edge. Since the disk rotates at the constant rate and data is 

transferred at a constant rate, the central tracks are recorded at a higher linear density than the 

peripheral tracks. It is occasionally suggested that the greater amount of data could be stored on 

the disk if either the speed of the disk of the data rate were varied depending on which track was 

being used. As a result, with almost all disk drivers made, we pack data at the maximum practical 

density on the innermost track, and store the data on the outer tracks at progressively lower 

densities. 

Moving Head Disks 

Both drums and fixed head disks are expensive because of the requirement of one head per 

recording track. Moving head disks reduce this cost by having only one head per recording 

surface, with a mechanical head positioning arm used to move the head from track to track as 

needed. The savings from this change are offset, to some extend, by the introduction of a new 

form of latency, head positioning latency, sometimes call the seek time. 

 

Moving head disks vary considerably is performance, from low-speed, low-capacity  floppy disks, 

with only one or two recording surfaces, to high-speed units with multiple disk platters all mounted 

on a common recording surface. 

 

The number of plotters may vary from 1 to a large number. The technology used to position the 

heads may vary. The heads on a floppy disk drive press into the non-rigid disk surfaces. Floppy 

disks are always contained in its envelope with an expanded Teflon mat lining its surface. This 

Teflon mat is also in contact with the disk, but because Teflon is among the softest plastics 

known, any dirt, which gets into the disk will embed itself harmlessly in the Teflon. 

 

Magnetic bubble memories were once considered as anxillary memory technology. In these, the 

magnetic storage medium is fixed, but a rotating magnetic field forces the magnetically encoded 

data to circulate along tracks in the medium. Typically, the storage medium is a garnet chip, with 

tracks defined by iron or nickel patterns on the surface of the chip.  The data is read and written 

using a read/write head that functions like that of a conventional disk, and curiously, because 
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data is circulating around tracks, terms such as rotational latency are as appropriate to bubble 

memories as they are to disks and drums. 

Disk Scheduling 

One of the responsibilities of the OS is the use of hardware efficiently. The access time has two 
major components: 

? Seek Time – Time from the Disk arm to move the heads of the cylinder containing 
required sector. 

? Rotational Latency – Additional waiting time for the disk to rotate the required sector 
to the disk head. 

Disk Management 

Disk Management assumes the following tasks: 

? Disk Arm scheduling 

? Disk initializing 

? Booting from disk 

? Bad-block recovery 

Disk Arm Scheduling 

This involves choosing, an appropriate disk arm scheduling algorithm which can drastically 
reduce seek time. Seek time is the largest overhead on a disk read/write. 

Disk Initializing 

Disk comes as a rough magnetic media. In order to allow operations on disk, it should be 
initialized. Three main steps of initialization are: 

? Low Level formatting 

? Partitioning 

? Logical Formatting 

 

Booting from disk 

In order to start computer running, the special bootstrap program is used. The solution for modern 

computer system is to store the small loader for bootstrap program in ROM. All the rest of this 

program is written to dedicated area on the disk. This can be dedicated sectors or the whole 

dedicated partitions. Then to start the computer loader is started on ROM. Loader finds the boot 

sector on the disk, loads bootstrap program into memory and transfers the control to the program, 

which in turn does the initialization job. This procedure is called booting from the disk. 
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Bad Blocks Recovery 

There are different ways to treat bad block on that disks. Bad block data are generally lost and 

need special application to recover them or to restore them from backup copy. The bad block 

found is marked as bad through the file allocation structure. It not performed, the read/write error 

due to bad block reference may occur. 

Disk Sector Queuing & Interleaving 

? Both Queuing and interleaving are methods to minimize disk access time.  

? Queuing seeks to minimize latency time 

? Interleaving seeks to minimize “unnecessary” latency resulting from additional platter 
revolutions when the OS is unprepared to receive more data. 

Queuing 

If the hardware is clever enough to know which sector is passing under the head order queue of 

sector to explain this fact. For example if there are request for sector 4,9 & 12 and the head is 

passing over sector 5 we can schedule 9 and 12 first. 

 

Interleaving 

Often the OS is too slow to process block that are read from consecutive location on the disk. For 

example the DMA buffer is limited and must copy to memory before it can be reused. Interleaving 

is the process of reordering the sectors so  as to allow the OS time for processing. 

? Physical reordering works at the hardware level 

? Logical reordering works at the software level. 

 

Free Space Management  

Since space on the disk is limited it is necessary to reuse the space from deleted file. The system 

maintains information about free space in some structure. When file is created this structure is 

searched for needed amount of free space. When file is deleted, all blocks that were allocated to 

this file, are added to this structure. There are several different structures, that are used by 

different OS to keep track of the memory 

 

Bit Vector 

OS maintain the vector of bits. Each block is represented by one bit in this vector. If block B is 
used, the B-th bit in the vector is set to 1, otherwise B-th bit is set to 0. 

Advantages: relatively simple and efficient to find first in consecutive free blocks on the disk. 

Linked List 
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? Create linked list of blocks 

? First free block number is stored by OS in special location 

? Each block stores the number of next free block 

Advantage: If linked allocation is used for files, same mechanism can be reused for free space 
management. 

Disadvantage: Inefficient and unreliable. 

Grouping 

? Use one free block as index, that stores addresses of other free blocks 

? First n-1 blocks stored in index block are actually free. 

? Last block stored in free index is the next free index number. 

Advantage: more locally saved information improves efficiency and reliability. 

Counting: 

? Takes advantage of the fact, that blocks can be allocated and freed contiguously. 

? Instead of keeping the list of all free blocks numbers, keep list of entries. 

? Each entry contains first block number and number of free blocks. 

Advantage: Works well for contiguous allocation mechanism and for cluster allocation. 

SUMMARY 

? Files store data and programs. The operating system implements the abstract 
concept of a file by managing mass storage devices, such as tapes and disks. Also 
files are normally organized into directories to ease their use, so we look at a variety 
of directory structures. 

? The most important characteristic of the disk secondary storage are: 

o Disk is divided on fixed size blocks 

o All I/O transfers between memory and disk are performed in units of blocks 

o Any information is allocated and stored on the disk in blocks. 

o Information, stored on disk can be modified on place. 

o Disk supports both sequential and random access. To get any particular block 
from disk is just the matter of time. 

? Disk is the stack of magnetic platters. These platters are divided into cylinders, each 
cylinders contains certain number of circular tracks, and tracks are divided into 
sectors. The disk heads that  can move concurrently along the fixed disk arm 
provides read/write operations. Disk itself rotates with constant angular speed to 
provide access to every sector. 

? The actual disk address consists of three number: cylinder number C, track number 
T, sector number S. 

? Finding the address, specified by (C,T,S) can be done by disk in two actions: 

o Disk arm moves heads to the cylinder C. 

o Waiting for the proper time until disk rotates the sector S in position under the 
heads then One of the heads will access the track T 
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Test your Understanding 

1) The purpose of various file allocation methods is  

a) Effective utilization of disk space 

b) Quick access of files 

c) Both 

d) None of the above. 

 

2) FAT stands for 

a) File Allocation Table 

b) File Assignment Table 

c) Floppy Allocation Table 

d) None of the Above 

 

3) Which of the following is an File allocation method 

a) Indexed Allocation 

b) Contiguous Allocation 

c) Linked Allocation 

d) All of the Above 

 

4)_________ structure allows directories to have shared subdirectories and files? 

a) Graph 

b) Shared Graph 

c) Acyclic graph 

      d) Tree Structure 

 

 

 

Answers: 

1) c 2) a 3) d 4) c 
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Chapter 7: Case Study - UNIX 

 
Learning Objectives  
 

After completing this chapter, you will be able to: 

? Understand the internal working of UNIX OS 

 

UNIX 
 

After three decades of use, the UNIX computer operating system is still regarded as one of the 

most powerful, versatile, and flexible operating systems (OS) in the computer world. Its popularity 

is due to many factors, including its ability to run a wide variety of machines, from micros to 

supercomputers, and its portability -- all of which led to its adoption by many manufacturers. 

? It is multitasking; therefore, multiple programs can run at one time.  

? It is multi-user, allowing more than a single user to work at any given time. This is 
accomplished by sharing processing time between each user and utilizing distributed 
computing systems.  

? It is safe, preventing one program from accessing memory or storage space allocated 
to another, and enables protection, requiring users to have permission to perform 
certain functions, i.e. accessing a directory, file, or disk drive. 

 
History and Timeline (http://www.unix-systems.org/what_is_unix/history_timeline.html):  
 

1969 The Beginning The history of UNIX starts back in 1969, when Ken Thompson, Dennis 
Ritchie and others started working on the "little-used PDP-7 in a 
corner" at Bell Labs and what was to become UNIX. 

1971 First Edition It had a assembler for a PDP -11/20, file system, fork(), roff and ed. It 
was used for text processing of patent documents. 

1973 Fourth Edition It was rewritten in C. This made it portable and changed the history of 
OS's. 

1975 Sixth Edition UNIX leaves home. Also widely known as Version 6, this is the first to 
be widely available out side of Bell Labs. The first BSD version (1.x) 
was derived from V6. 

1979 Seventh Edition It was a "improvement over all preceding and following Unices" 
[Bourne]. It had C, UUCP and the Bourne shell. It was ported to the 
VAX and the kernel was more than 40 Kilobytes (K). 
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1980 Xenix Microsoft introduces Xenix. 32V and 4BSD introduced. 

1982 System III AT&T's UNIX System Group (USG) release System III, the first public 
release outside Bell Laboratories. SunOS 1.0 ships. HP -UX 
introduced. Ultrix-11 Introduced. 

1983 System V Computer Research Group (CRG), UNIX System Group (USG) and a 
third group merge to become UNIX System Development Lab. AT&T 
announces UNIX System V, the first supported release. Installed base 
45,000. 

1984 4.2BSD University of California at Berkeley releases 4.2BSD, includes TCP/IP, 
new signals and much more. X/Open formed. 

1984 SVR2 System V Release 2 introduced. At this time there are 100,000 UNIX 
installations around the world. 

1986 4.3BSD 4.3BSD released, including internet name server. SVID introduced. 
NFS shipped. AIX announced. Installed base 250,000.  

1987 SVR3 System V Release 3 including STREAMS, TLI, RFS. At this time there 
are 750,000 UNIX installations around the world. IRIX introduced. 

1988   POSIX.1 published. Open Software Foundation (OSF) and UNIX 
International (UI) formed. Ultrix 4.2 ships. 

1989   AT&T UNIX Software Operation formed in preparation for spinoff of 
USL. Motif 1.0 ships. 

1989 SVR4 UNIX System V Release 4 ships, unifying System V, BSD and Xenix. 
Installed base 1.2 million. 

1990 XPG3 X/Open launches XPG3 Brand. OSF/1 debuts. Plan 9 from Bell Labs 
ships. 

1991   UNIX System Laboratories (USL) becomes a company - majority-
owned by AT&T. Linus Torvalds commences Linux development. 
Solaris 1.0 debuts. 

1992 SVR4.2 USL releases UNIX System V Release 4.2 (Destiny). October - XPG4 
Brand launched by X/Open. December 22nd Novell announces intent 
to acquire USL. Solaris 2.0 ships. 
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1993 4.4BSD 4.4BSD the final release from Berkeley. June 16 Novell acquires USL 

Late 
1993 

SVR4.2MP Novell transfers rights to the "UNIX" trademark and the Single UNIX 
Specification to X/Open. COSE initiative delivers "Spec 1170" to 
X/Open for fasttrack. In December Novell ships SVR4.2MP , the final 
USL OEM release of System V 

1994 Single UNIX 
Specification 

BSD 4.4-Lite eliminated all code claimed to infringe on USL/Novell. As 
the new owner of the UNIX trademark, X/Open introduces the Single 
UNIX Specification (formerly Spec 1170), separating the UNIX 
trademark from any actual code stream. 

1995 UNIX 95 X/Open introduces the UNIX 95 branding programme for 
implementations of the Single UNIX Specification. Novell sells 
UnixWare business line to SCO. Digital UNIX introduced. UnixWare 
2.0 ships. OpenServer 5.0 debuts. 

1996   The Open Group forms as a merger of OSF and X/Open. 

1997 Single UNIX 
Specification, 
Version 2 

The Open Group introduces Version 2 of the Single UNIX 
Specification, including support for realtime, threads and 64-bit and 
larger processors. The specification is made freely available on the 
web. IRIX 6.4, AIX 4.3 and HP-UX 11 ship. 

1998 UNIX 98 The Open Group introduces the UNIX 98 family of brands, including 
Base, Workstation and Server. First UNIX 98 registered products 
shipped by Sun, IBM and NCR. The Open Source movement starts to 
take off with announcements from Netscape and IBM. UnixWare 7 and 
IRIX 6.5 ship. 

1999 UNIX at 30 The UNIX system reaches its 30th anniversary. Linux 2.2 kernel 
released. The Open Group and the IEEE commence joint development 
of a revision to POSIX and the Single UNIX Specification. First 
LinuxWorld conferences. Dot com fever on the stock markets. Tru64 
UNIX ships.  

2001 Single UNIX 
Specification, 
Version 3 

Version 3 of the Single UNIX Specification unites IEEE POSIX, The 
Open Group and the industry efforts. Linux 2.4 kernel released. IT 
stocks face a hard time at the markets. The value of procurements for 
the UNIX brand exceeds $25 billion. AIX 5L ships.  

2003 ISO/IEC 
9945:2003 

The core volumes of Version 3 of the Single UNIX Specification are 
approved as an international standard. The "Westwood" test suite ship 
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for the UNIX 03 brand. Solaris 9.0 E ships. Linux 2.6 kernel released.  

 
Unix is a layered operating system. The innermost layer is the hardware that provides the 

services for the OS. The operating system, referred to in Unix as the kernel, interacts directly 

with the hardware and provides the services to the user programs. These user programs don't 

need to know anything about the hardware. They just need to know how to interact with the 

kernel and it's up to the kernel to provide the desired service. One of the big appeals of Unix to 

programmers has been that most well written user programs are independent of the underlying 

hardware, making them readily portable to new systems.  

 

Unix is a multi-user, multi-tasking operating system. You can have many users logged into a 

system simultaneously, each running many programs. It's the kernel's job to keep each process 

and user separate and to regulate access to system hardware, including cpu, memory, disk and 

other I/O devices.  

 

Kernel 

The kernel provides the most basic interface between the machines itself and the rest of the 

operating system. The kernel is responsible for the management of the central processor. The 

kernel includes the dispatcher to allocate the central processor, to determine the cause of an 

interrupt and initiate its processing, and some provision for communication among the various 

system and user tasks currently active in the system. 

The kernel is the core of an operating system. The main functions of the kernel are as: 

? To provide a mechanism for the creation and deletion of process, 

? To provide CPU scheduling, memory management, and device management for 
these process, 

? To provide synchronization tools so that the processes can synchronize their actions, 

? To provide communication tools so that processes can communicate with each other. 
  

The kernel is a collection of primitive facilities over which the rest of the operating system is built, 

using the functions provided by the kernel. Thus, a kernel provides an environment to build an 

operating system in which the designer has considerable flexibility because policy and 

optimization decisions are not made at the kernel level.  
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UNIX System Calls 

 

The Unix operating system has two separable parts: the kernel and the service programs. User 

programs interact with the kernel through a set of standard system calls. These system calls 

request services to be provided by the kernel. Such services would include accessing a file: open 

close, read, write, link, or execute a file; starting or updating accounting records; changing 

ownership of a file or directory; changing to a new directory; creating, suspending, or killing a 

process; enabling access to hardware devices; and setting limits on system resources.  

 

The kernel provides control of file system, CPU scheduling, memory management, and other 

operating system functions through system calls. System calls define the programmer interface to 

operating system; the set of systems programs commonly available defines the user interface. 

These interfaces define the context the kernel must support. 

 

System calls also provide the interface between a running program and the operating system. 

These calls are generally available as assembly language instructions, and are usually listed in 

the manuals used by assembly language programmers. Some systems may allow system calls to 

be made directly from a higher-level language program, in which case the calls normally 

resemble predefined function or subroutine calls. They may generate a call to a special run-time 

routine that makes the system call, or the system call may be generated directly in-line. The C 

language allows system calls to be made directly.  

The purpose of the system call interface is to provide system integrity. As all low level hardware 

access is under control of the operating system, this prevents a users program corrupting the 

system. 

Fig.: Structure of UNIX OS 

Operating system 

Kernel 

Hardware 
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The operating system, upon receiving a system call, validates its authenticity or permission, then 

executes it on behalf of the users program, after which it returns the results. If the request is 

invalid or not authenticated, then the operating system does not perform the request and simply 

returns an error code to the users program. 

 

The system call is accessible as a set of 'C' functions, as the majority of UNIX is also written in 

'C'. Typical system calls are, 

_open open a device or file 

_close  close a device or file 

_read  read from a device or file 

_write write to a device or file 

_getch read a character from a terminal 

_putch write a character to the terminal 

_ioctl control/set device parameters 

Header Files: 

Header files define how a system call works. A header file contains a definition of the system call, 

and the parameters (variables) required by the call, and the parameters returned by the system 

call. When a programmer develops programs, the header file for the particular system call is 

incorporated (included) into the program. This allows the compiler to check the number of 

parameters and their data type. 

 
UNIX User Interface 
So far, there has been no mention of the user interface for UNIX. UNIX is a good operating 

system for experienced programmers. The operating system was designed and implemented by 

experienced programmers so everything which the experienced programmer needs is present but 

not much else. A perfect example of this is the on-line documentation called "man-pages" or 

manual pages. The material is completely reference oriented with very little tutorial information. 

Experienced programmers find the man pages very useful but the beginning user often finds 

them overwhelming.  
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In the last few years, there has been extensive work to improve the user interface to UNIX. The 

most dramatic effort has been the addition of windowing interfaces on top of UNIX such as X-

windows, Suntools, NextStep, Motif, OpenLook, etc. These windowing interfaces do not change 

UNIX itself but are built on top of UNIX to provide a more intuitive  interface to UNIX. Each of the 

different user interfaces has some advantages and some disadvantages. Currently intensive 

development effort is being done on all of these Graphical User Interfaces (GUIs).  

 

Vendors providing UNIX, notably SCO, also have done a work to improve the user interface of 

their particular versions of UNIX for users without windowing interfaces. Even with all of these 

efforts, UNIX is weak in the end-user interface area.  

 
UNIX Shell 
 

The shell is a command programming language that provides an interface to the UNIX operating 

system. Its features include control-flow primitives, parameter passing, variables and string 

substitution. Constructs such as while, i f then else, case and for are available. Two-way 

communication is possible between the shell and commands. String-valued parameters, typically 

file names or flags, may be passed to a command. A return code is set by commands that may 

be used to determine control-flow, and the standard output from a command may be used as 

shell input.  

The shell can modify the environment in which commands run. Input and output can be redirected 

to files, and processes that communicate through `pipes' can be invoked. Commands are found 

by searching directories in the file system in a sequence that can be defined by the user. 

Commands can be read either from the terminal or from a file, which allows command procedures 

to be stored for later use.  

The shell is perhaps the most important program on the UNIX system, from the end-user's 

standpoint. The shell is your interface with the UNIX system, the middleman between you and the 

kernel.  

The shell is a type of program called an interpreter. An interpreter operates in a simple loop: It 

accepts a command, interprets the command, executes the command, and then waits for another 

command. The shell displays a "prompt," to notify you that it is ready to accept your command.  
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The shell recognizes a limited set of commands, and you must give commands to the shell in a 

way that it understands: Each shell command consists of a command name, followed by 

command options (if any are desired) and command arguments (if any are desired). The 

command name, options, and arguments, are separated by blank space.  

 

The shell is a program that the UNIX kernel runs for you. A program is referred to as a process 

while the kernel is running it. The kernel can run the same shell program (or any other program) 

simultaneously for many users on a UNIX system, and each running copy of the program is a 

separate process. Many basic shell commands are actually subroutines built in to the shell 

program. The commands that are not built in to the shell require the kernel to start another 

process to run them. When you execute a non built-in shell command, the shell asks the kernel to 

create a new sub process (called a "child" process) to perform the command. The child process 

exists just long enough to execute the command. The shell waits until the child process finishes 

before it will accept the next command.  

 

There are several types of shells in the UNIX world. The two major types are the ``Bourne shell'' 

and the ``C shell''. The Bourne shell uses command syntax like the original shell on early UNIX 

systems, such as System III. The name of the Bourne shell on most UNIX systems is /bin/sh 

(where sh stands for ``shell''). The C shell uses a different syntax, somewhat like the 

programming language C, and on most UNIX systems is named /bin/csh. Under Linux, there are 

several variations of these shells available. The two most commonly used are the Bourne Again 

Shell, or ``Bash'' ( /bin/bash), and Tcsh ( /bin/tcsh). Bash is a form of the Bourne shell with many 

of the advanced features found in the C shell. Because Bash supports a superset of the Bourne 

shell syntax, any shell scripts written in the standard Bourne shell should work with Bash. For 
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those who prefer to use the C shell syntax, Linux supports Tcsh, which is an expanded version of 

the original C shell.  

 
Standard I/O in UNIX 
 

Standard Input, Standard Output and Standard Error 

Input/Output redirection is based on the Unix standard I/O concept. Each command uses three 

I/O streams: standard input, standard output and standard error. The standard I/O streams 

determine where input is read from and output is written to.  

I/O Stream  Abbreviation Description  

Standard 
Input  

stdin  
Unix commands receive information from the user via standard input. 
By default, standard input is the keyboard.  

Standard 
Output  

stdout  
Unix commands send information to the user via standard output. By 
default, standard output is the terminal (i.e. written to the screen).  

Standard 
Error  

stderr  
Unix commands send error messages to the user via standard error. 
By default, standard error is the terminal.  

 
For example,  
  $ rm -i fhere fnothere 
  remove fhere? y 
  rm: fnothere: No such file or directory 
 

In this example, the rm command is used to remove two files, fhere and fnothere. Because the -i  

option is used, rm queries the user before removing any files. The first query, "remove testfile?" is 

written to standard output. In this case, standard output is the terminal. Rm reads the response 

to this query from standard input. In this case, standard input is the keyboard. The user typed y 

at the keyboard so the fhere file is removed. The next file to be removed, fnothere, doesn't exist. 

This causes rm to write an error message to standard error. Note that standard error is different 

than standard output. Output that arises from the normal operation of a command is written to 

standard output while output arising from an error is written to standard error.  

Redirecting Standard Input 

When programs require input from the user, it is usually entered from the keyboard. However, it 

can be read from a file by following the command with a less than sign (<) followed by a filename.  

  cmd < filename  
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This is useful with Unix commands that do not open files. For example, the tr (translate 
characters) command is used to transform one string into another.  

   
 $ tr "[:lower:]" "[:upper:]" < file1  

Will change all characters in file1 from lower case to upper case and print the results to the 
screen.  

Redirecting Standard Output 

The output from a command can be saved in a file by following any command with a greater than 
sign (>) followed by a filename.  

  cmd > filename  

For example,  

  $ cat file1 file2 

Prints the contents of file1 and file2 to the terminal using the cat command, while  

  $ cat file1 file2 > file3 
 

Saves the contents of file1 and file2 in a new file named file3. The output from the cat command 

is redirected from the terminal to the file, file3. On most systems, if file3 already exists it will be 

overwritten. On some systems, file3 will not be overwritten and the above example will result in 

an error message.  

To append the output from a command to a file use two greater than signs (>>). For example,  

  $ cat file1 > file3 
  $ cat file2 >> file3 
The first cat command writes the contents of file1 to file3. The second appends the contents of 

file2 to file3. The result is the same as in the first example file3 contains the contents of file1 

followed by the contents of file2.  

 
  $ cat file1 file2 nothere > newfile 
  cat: nothere: No such file or directory 
 

The contents of file1 and file2 are written to newfile, but the error message "cat: nothere: No such 
file or directory" is printed to the terminal (standard error).  

Standard input and standard output can be redirected in the same command. For example,  
  
 $ tr "[:lower:]" "[:upper:]" < file1  

will change all characters in file1 from lower case to upper case and print the results to the 
screen. While,  

  $ tr "[:lower:]" "[:upper:]" < file1 > file2 

will change all characters in file1 from lower case to upper case and save the results in the file 
file2.  
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Piping 

Piping directs the standard output of one Unix command into the standard input of another Unix 
command. Piping is done by separating two commands with a pipe character (|).  
   
  cmd1 | cmd2  

For example,  

  $ ls | more 

sends output from the ls command, a listing of the current directory, to the more command. This 
is useful if a directory listing scrolls of the screen. 

 
UNIX Process Management 

The Process ID (PID) 

Every process running on your Unix server has a unique number called the process id  
abbreviated as PID. When you start a process in the background, the system displays the PID 
associated with the background process. For example,  

  $ longcmd & 
  [1] 310 

The PID associated with longcmd is 310. All processes have a PID. This includes process you 
start in the foreground or background and subprocesses forked by commands or programs you 
are running. For example, if emacs forks a new process ispell to run a spell check then both 
emacs and ispell have their own unique PID. 

 

Process table  

The O/S maintains information about each process in a process table. Entries in this table are 
often called process control blocks and must contain information about  

? process state  

? memory state  

? resource state  

for each process.  
 

Process state  

The process state must contain all the information needed so that the process can be loaded into 
memory and run. This includes  

? the value of each register  

? the program counter  

? the stack pointer  

Information about the state that the process is in (runnning, runnable, blocked) and why will need 
to be stored.  
In addition it may contain extra fields such as:  

? process ID of itself, its parent, etc.  
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? elapsed time.  

? pending signals that have not yet been dealt with (eg they arrived while the process 
was asleep).  

Memory state  

Pointers to the various memory areas used by the program need to be kept, so that they can be 
relocated back as needed.  

Resource state  

The process will generally have files open, be in particular directory, have a certain user ID, etc. 
The information about these will need to be stored also.  

For example, in Unix each process has a file table. The first entry in this (file descriptor zero) is 
for the processes' standard input, the second entry is for standard output, the third for standard 
error. Additional entries are made when the process opens more files.  

Process creation  

When a process starts, the O/S has to build an entry for it in the process table. The process state 
will be marked as ``runnable''.  

When a system boots Unix, it creates a single process called ``init''. This init acts as the root of 
the process tree.  

 

The init forks a set of copies of itself, one for each terminal line that is connected to it. Each one 
of these, type the login message and then blocks waiting for terminal input.  

 

When the user name and password are typed, init checks that the user is valid, and if so changes 
to the user's home directory, resets the user ID of the process to the user, and ``exec''s a shell.  

At this point the init for that terminal line has been replaced by the login shell for that user. The 
user does whatever they want to do, and eventually logs out.  

 

Logging out terminates the login shell. In the meantime, the init at the top of the process tree has 
done a wait, waiting on any of its children. The login shell is in fact a direct child of this toplevel 
init because it came from exec-ing a child. So when the shell terminates, the toplevel init wakes 
up.  

 

The toplevel init then forks a new init for that terminal line and starts a wait again, for another 
child to terminate.  

Stopping processes  

There are two ways in which processes can stop: voluntarily stop, or be forced to stop. If there is 
a mechanism to stop processes, then the scheduling is preemptive, otherwise it is non-
preemptive or co-operative.  

 

To keep the CPU busy as much as possible, whenever a process blocks, it should be replaced.  
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To only allow a process to run for a maximum amount of time, timer interrupts can be set to stop 
the process.  

 

When a process stops or is stopped, the registers have to be copied into the process control 
block. Any values in the PCB that have changed will need to be set. (Because of the register 
copy, the O/S code to do that would have to be in Assembler.)  

Foreground and Background Processes 

Normally when you enter a command at the UNIX prompt, the next prompt does not appear until 
the command is finished running. This is called running the command in the foreground and the 
process associated with the command is called a foreground process.  

 

You can also start a command in the background creating a background process. When a 
command is executed in the background, the UNIX prompt returns immediately. You can 
continue to work at the UNIX prompt while the command runs. To run a command in the 
background, append a space and ampersand (&) at the end of the command.  
  

Why Use Background Processes? 

One main use for running commands in the background is to continue to use a terminal while 
running a command that takes a long time. For example,  

  $ cc *.c & 

compiles all C code in the current directory. Since this could take several minutes, running 
the command in the background allows you to continue to use the terminal.  

Input/Output Redirection and Background Processes 

 

Input/Output redirection is particularly useful when running commands in the background. For 
example,  

  $ find ~ -name '*.txt' > txtlist & 

 

uses the find command to search your entire home directory for files whose filenames end with 
.txt and uses output redirection (>) to save the output in a file named txtlist. Running the 
command in the background allows you to continue to use your terminal while output redirection 
allows you to save output normally sent to the screen in a file.  

Logging Out and Background Processes 

When you logout of a Unix session, all processes (foreground and background) will stop. Use the 
nohup command to keep a process running in the background after you logout.  

  $ nohup cmd & 

For example, suppose you use the tar command to backup the ~/docs directory to a tape, 
/dev/rmt/0.  
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  $ tar cvf /dev/rmt/0 ~/docs > tar_log & 

In this example, standard output is redirected to the file tar_log. If you logout before the 
command finishes executing, it will stop the process and your backup will not be completed. 
However, precede the tar command with the nohup command and the backup will finish even if 
you logout.  

  $ nohup tar cvf /dev/rmt/0 ~/docs > tar_log & 

 

UNIX CPU Scheduling 
Short term scheduling in UNIX is designed to benefit interactive jobs. Processes are given small 

CPU time slices by an algorithm that reduces to round robin for CPU-bound jobs, although there 

is a priority scheme. There's no preemption of one process by another when running in kernel 

mode. A process may relinquish the CPU because it's waiting for I/O (including I/O due to page 

faults) or because its time slice has expired.  

 

Every process has a scheduling priority associated with it; the lower the numerical priority, the 

more likely is the process to run. System processes doing disk I/O and other important tasks have 

negative priorities and cannot be interrupted. Ordinary user processes have positive priorities and 

thus are less likely to be run than any system process, although user processes may have 

precedence over one another. the nice command may be used to affect this precedence 

according to its numerical priority argument.  

 

The more CPU time a process accumulates, the lower (more positive) its priority becomes. The 

reverse is also true (process aging is employed to prevent starvation). Thus there is negative 

feedback in CPU scheduling, and its difficult for a single process to take CPU all time.  

Old UNIX systems used a 1 sec. quantum for the round-robin scheduling algorithm. Later 4.2BSD 

did rescheduling every 0.1 seconds, and priority re-computation every second. The round-robin 

scheduling is accomplished by the timeout mechanism, which tells the clock interrupt driver to call 

a certain system routine after a specified interval. The subroutine to be called in this case causes 

the rescheduling and then resubmits a timeout to call itself again 0.1 sec later. The priority re-

computation is also timed by a subroutine that resubmits a timeout for itself.  

 

When a process chooses to relinquish the CPU (voluntarily, in a user program, or becaus e this 

decision is to be made in the kernel context for a process executing that program) it sleep on an 

even. The system call used for this is called sleep (not to be confused with the C library routine 

with the same name, sleep(3)). It takes an argument that is by convention the address of a kernel 

data structure related to an event the process wants to occur before it is awakened. When the 
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event occurs, the system process that knows about it calls wakeup with the address 

corresponding to the event, and all processes that had done a sleep on the same address are put 

in the ready queue.  

 

For example, a process waiting for disk I/O to complete will sleep on the address of the buffer 

corresponding to the data being transferred. When the interrupt routine for the disk driver notes 

that the transfer is complete, it calls wakeup on that buffer, causing all processes waiting for that 

buffer to be awakened. Which process among those actually does run is chosen by the scheduler 

effectively at random. Sleep, however, also takes a second argument, which is the scheduling 

priority to be used for this purpose.  

 
UNIX Memory Management 
 

Unix, like other advanced operating systems, allows you to use all of the physical memory 
installed in your system as well as area(s) of the disk (called swap space) which have been 
designated for use by the kernel in case the physical memory is insufficient for the tasks at hand. 
Virtual memory is simply the sum of the physical memory (RAM) and the total swap space 
assigned by the system administrator at the system installation time. Mathematically,  

 
Virtual Memory (VM) =  Physical RAM + Swap space 

 

The Unix kernel divides the memory into manageable chunks called pages. A single page of 
memory is usually 4096 or 8192 bytes (4 or 8KB). Memory pages are laid down contiguously 
across the physical and virtual memory. 

Cache Memory 

With increasing clock speeds for modern CPUs, the disparity between the CPU speed and the 
access speed for RAM has grown substantially. Consider the following:  

 

Typical CPU speed today: 250-500MHz (which translates into 4-2ns clock tick) 
Typical memory access speed (for regular DRAM): 60ns 
Typical disk access speed: 13ms. 

 

In other words, to get a piece of information from RAM, the CPU has to wait for 15-30 clock 
cycles, a considerable waste of time.  
 

Fortunately, cache RAM has come to the rescue. The RAM cache is simply a small amount of 
very fast (and thus expensive) memory, which is placed between the CPU and the (slower) RAM. 
When the kernel loads a page from RAM for use by the CPU, it also prefetches a number of 
adjacent pages and stores them in the cache. Since programs typically use sequential memory 
access, the CPU needed can now supply the next page very rapidly from the cache. Updates of 
the cache are performed using an efficient algorithm, which can enable cache-hit rates of nearly 
100% (with a 100% hit ratio being the ideal case).  
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CPUs today typically have hierarchical caches. The on-chip cache (usually called the L1 cache) is 
small but fast (being on-chip). The secondary cache (usually called the L2 cache) is often not on-
chip (thus a bit slower) and can be quite large; sometimes as big as 16MB for high-end CPUs 
(obviously, you have to pay a hefty premium for a cache that size).  

 

When the kernel is first loaded into memory (at boot time), it sets aside a certain amount of RAM 
for itself as well as for all system and user processes: Main categories in which RAM is divided 
are:  

? Text: to hold the text segments of running processes. One segment (called the text 
segment) holds the executable code of the process. It is generally read-only, fixed in 
size when the process starts, and shared among all processes running the same 
program. Sometimes read-only data (such as constants) are also placed in this 
segment. 

? Data: to hold the data segments of running processes. Another segment (the data 
segment) holds the memory used for global variables. Its protection is read/write (but 
usually not executable), and is normally not shared between processes. There is a 
special system call to extend the size of the data segment of a process. 

? Stack: to hold the stack segments of running processes. The third segment is the 
stack  segment. As the name implies, it is used for the process' stack, which is used 
to hold information used in procedure calls and returns (return address, saved 
contents of registers, etc.) as well as local variables of procedures. Like the data 
segment, the stack is read/write but usually not executable. The OS automatically 
extends the stack whenever the process causes a fault by referencing an address 
beyond the current size of the stack (usually in the course of a procedure call). It is 
not shared between processes. 

? Shared Memory: This is an area of memory, which is available to running programs if 
they need it. Consider a common use of shared memory: Let assume you have a 
program, which has been compiled using a shared library (libraries that look like 
libxxx.so; the C-library is a good example - all programs need it). Assume that five of 
these programs are running simultaneously. At run-time, the code they seek is made 
resident in the shared memory area. This way, a single copy of the library needs to 
be in memory, resulting in increased efficiency and major cost savings.  

? Buffer Cache: All reads and writes to the file system are cached here first. You may 
have experienced situations where a program that is writing to a file doesn't seem to 
work (nothing is written to the file). You wait a while, then a sync occurs, and the 
buffer cache is dumped to disk and you see the file size increase.  

The System and User Areas 

When the kernel loads, it uses RAM to keep itself memory resident. Consequently, it has to 

ensure that user programs do not overwrite/corrupt the kernel data structures (or 

overwrite/corrupt other users' data structures). It does so by designating part of RAM as kernel or 

system pages (which hold kernel text and data segments) and user pages (which hold user 

stacks, data, and text segments). Strong memory protection is implemented in the kernel memory 

management code to keep the users from corrupting the system area. For example, only the 
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kernel is allowed to switch from the user to the system area. During the normal execution of a 

UNIX process, both system and user areas are used.  

A common system call when memory protection is violated is SIGSEGV (you see a 
"Segmentation violation" message on the screen when this happens. The culprit process is killed 
and its in-memory portions dumped to a disk file called "core").  

 
Paging:  
When a process starts in UNIX, not all its memory pages are read in from the disk at once. 

Instead, the kernel loads into RAM only a few pages at a time. After the CPU digests these, the 

next page is requested. If it is not found in RAM, a page fault occurs, signaling the kernel to load 

the next few pages from disk into RAM. This is called demand paging and is a perfectly normal 

system activity in UNIX. 

 
UNIX File System 
 
The file system usually refers to the entity which contains all the data for the workstation or 
server: system data, user data and all binary executable programs runnable on the machine.  

 

The word "file system" under Unix can mean different things. It can refer to the hierarchical Unix 
directory tree structure or the virtual file system or the physical file system, depending on the 
context:  

 
Virtual file system or the UNIX directory tree  

The hierarchical representation of files and directories of files, with which a user or administrator 
may perform various functions: e.g. editing, viewing, executing, etc. This is the Unix interface to 
the physical file system. Many UNIX resources (including hardware) are available via the virtual 
file system.  

 

Physical file system  

 

The collection of data represented by the virtual filesystem. The physical filesystem may be 
arranged on one or more actual storage devices, typically hard disks. The layout across disks 
may be contiguous or "striped", possibly mirrored and in special cases integrated with a massive 
storage tape system.  

 

The standard Unix filesystem, generically referred to as the "ufs" filesystem, is arranged on a disk 
partition using a "linked-list" of pointers to data. The structure of a partition begins with, or is 
defined by, the "superblock." The superblock is a data structure which includes information about 
the: type of filesystem (i.e. "ufs", "ext2fs", etc.), size and modification time of the the filesystem, 
list of free and allocated blocks and the first inode, which points to (you guessed it) the root 
directory, "/". The superblock is always replicated, to provide fault tolerance against disk failure in 
the first superblock.  
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Files are stored in the filesystem in two pieces: (1) a chunk of data somewhere in the filesystem; 
(2) a data structure which contains information about the location, size, 
creation/modification/access times, ownership, access attributes of and links to the file. This data 
structure is called an "inode." The only thing about the file not included in the inode is the name of 
the file. This is important, both to the concept of links and to disentangle it from directory 
management. Finally, directories bring the organization to a close, providing the linked list, 
referred to above. A directory is a binary file containing the name/inode pair mappings for files 
"contained" in the directory. Thus, the superblock provides the mapping to the root directory, and 
from there one can find any other file on the filesystem 

The Virtual Filesystem 

One of the unique things about Unix as an operating system is that regards everything as a file. 
Files can be divided into three categories; ordinary or plain files, directories, and special or device 
files. Device files include things such as disks, cdroms, tapes, terminals, serial ports, and sound 
cards. All files contain data of some kind.  

The root of the filesystem and the Unix directory tree 

The top level directory under Unix (denoted by a forward slash - /) is referred to as the root of the 
Unix (virtual) filesystem. Under the root directory are a number of directories who names depend 
somewhat on vendor preferences and on the flavor of Unix. 

Plain files 

Ordinary or plain files are most likely to contain data that are meaningful to users. Plain files may 
contain data that users have entered into the computer, data that have been generated by 
programs, and even programs themselves. Indeed, all programs exist as files, and nearly all Unix 
commands result in a program file being retrieved and executed. This is an important feature and 
contributes to the flexibility of Unix.  

Unix directory structure 

Directories in Unix are properly known as directory files. They contain a list of file names and 
inode numbers. That is all! All other information about files is contained within inodes.  

Links 

Soft links are files that reference other files. The information in the file is the name of the file being 
referenced. When a user program attempts to read a file that is a soft link, the file system opens 
the symbolic link file, reads the reference, and then opens the file that is referenced. File 
management programs operate on the symbolic link file. For example, ls -l reads the symbolic link 
file and displays the name of the file being referenced, and rm deletes the symbolic link file, 
leaving untouched the file that is referenced by the link.  

 

Hard links are not really files. They exist when more than one directory entry references the same 
inode. Hence, when a hard link is opened by a user program, the directory entry that is opened 
points directly to the inode of the data to be provided. And, when a hard link is deleted using rm, 
the directory entry is removed. Only when one deletes the last remaining directory entry that 
points to an inode are the data deleted.  
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UNIX I/O Subsystem 
 

Special files are also known as device files. In Unix all physical devices are accessed via device 
files; they are what programs use to communicate with hardware. Device files contain information 
on location, type, and access mode for a specific device. When a device file is opened, the kernel 
uses the information in it to determine which physical device to access and how to access it.  

There are two types of device files; character and block, as well as two modes of access. Block 
device files are used to access block device I/O. Block devices do buffered I/O, meaning that the 
the data is collected in a buffer until a full block can be transfered. Character device files are 
associated with character or raw device access. They are used for unbuffered data transfers to 
and from a device. Rather than transferring data in blocks the data is transfered character by 
character. One transfer can consist of multiple characters.  

 

Some devices, such as disk partitions, may be accessed in block or character mode. Because 
each device file corresponds to a single access mode, physical devices that have more than one 
access mode will have more than one device file. 

 

Device files are found in the /dev directory. Each device is assigned a major and minor device 
number. The major device number identifies the type of device, i.e. all SCSI devices would have 
the same number as would all the keyboards. The minor device number identifies a specific 
device, i.e. the keyboard attached to this workstation. 

Device files are created using the mknod command. The form for this command is: 
 

mknod device-name type major minor 

? device-name is the name of the device file  

? type is either "c" for character or "b" for block  

? major is the major device number  

? minor is the minor device number 

 

UNIX IPC 
 

Intro to InterProcess Communication  
 

Processes do not run in isolation from each other. Generally they need to communicate with each 

other.  

Example: Any two processes in a pipeline are communicating. One sends a stream of bytes to 

the other. 

Example: Access to the lineprinter is controlled by a single process called ``lpd'' (the lineprinter 

daemon). Each time a user runs ``lpr'' this has to communicate with ``lpd'' and send it the file to 

print.  

Example: Your home directories are stored on the machine ``willow''. Each time you access a file 
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the O/S has to make a connection to willow, request the file from a suitable process on willow and 

accept responses from it.  

 
Files and shared memory suffer from various concurrent processing problems. For example, if 

one process is putting information into a file, how does the other process know that the first 

process is done and it can go ahead and read the file or how does a process know when another 

process has read the message in a file and it is safe to delete it.  Pipes and named pipes get 

away from these problems. 

Shared memory  

If two processes share the same piece of memory then they can use this to communicate. For 

example, one may write information in this shared area and the other may read it.  

This can be a very fast method of information transfer because RAM can be used. 

Synchronisation is a major problem - if the first process keeps writing data, how can it ensure that 

the second one reads it?  

Pipe 

A pipe acts like a channel between two processes. When one process writes into the pipe the 
other process can read from it. A pipe can usually buffer information so that the writer can place a 
lot of information in the pipe before the child has to read it. When the pipe becomes full the writer 
has to suspend.  

 

Pipes can be un-named. This is the norm in Unix where a process creates a pipe and then forks, 
so that the two processes share the pipe between them.  

 

If the processes do not come from a common ancestor then they can only share a pipe if they can 
both name it (otherwise they could not find it). Named pipes usually appear as though they were 
files in the file system.  

 

Streams  

Pipes carry unstructured data - you put bytes in one end and get the same bytes out the other. 
Streams are designed to carry record information - you put rec ords in at one end and get the 
same records out the other. Each record must contain a field saying how large it is.  

 
Message Queues 
 

A message queue is like a pipe, and is used to transfer messages between processes in a UNIX 
system.  Unlike a pipe, it retains message boundaries and hence is a much more reliable way for 
many processes to use the same IPC.  This is often the case if a server process is receiving 
service requests from many different processes.  Remember that a named pipe is used for a 
stream of bytes, so there are no boundaries. 
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Semaphores 
 

A semaphore provides a synchronizing mechanism for processes that are accessing the same 
resource. No data is passed with a semaphore-it simply coordinates access to shared resources. 

Sockets  

Sockets are more like ports that you can send data to. A process will be ``listening'' at a port and 
will accept data sent to it.  

Signals  

Signals are a fairly crude method if IPC. A process may send a signal to another such as ``wake 
up'' or ``die''. The other proc ess can respond to these signals in various ways. 

 
Network Support in UNIX 

One of the biggest reasons for using Unix is networking capability. With other operating systems, 
additional software must be purchased for networking. With Unix, networking capability is simply 
part of the operating system. Unix is ideal for such things as world wide e-mail and connecting to 
the Internet. In 1984, the University of California at Berkeley released version 4.2BSD which 
included a complete implementation of the TCP/IP networking protocols. Systems based on this 
and later BSD releases provided a multi-vendor networking capability based on Ethernet 
networking. The networking support included, remote login, file transfer, electronic mail, and other 
important features. As UNIX was ported onto more and more different types of computer 
hardware the UNIX networking allowed many different types of systems to share and mutually 
use data. Networks consisting of many different systems could be used as a large distributed 
system. When SUN Microsystems added NFS (Network File System), this ability to share and 
mutually use data was significantly enhanced.  

Unix was founded on what could be called a "small is good" philosophy. The idea is that each 
program is designed to do one job well. Because Unix was developed by different people with 
different needs it has grown to an operating system that is both flexible and easy to adapt for 
specific needs.  

Unix was written in a machine independent language. So Unix and unix-like operating systems 
can run on a variety of hardware. These systems are available from many different sources, 
some of them at no cost. Because of this diversity and the ability to utilize the same "user-
interface" on many different systems, Unix is said to be an open system. 

A socket is an endpoint of communication between processes. It is a software entity that provides 
the basic building block for interprocess communications.  

SCO TCP/IP supports sockets in the Internet and UNIX domains. A communication domain is a 
type of network with particular conventions such as how sockets are named and used. Sockets 
normally exchange data only with sockets in the same domain. UNIX domain sockets 
communicate between processes on the same system only. 

A socket has a type and one or more associated processes. Sockets are typed by the 
communications properties visible to the programmer. Usually a socket type is associated with 
the particular protocol which the socket supports. Processes usually communicate between 
sockets of the same type.  

Three types of sockets are available to the programmer:  

? stream socket  
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? datagram socket  

? raw socket  

Another application via TCP, it sends a communication request. This request must be sent to an 
exact address. After a "handshake" between the two applications, TCP will setup a "full-duplex" 
communication between the two applications. The "full-duplex" communication will occupy the 
communication line between the two computers until it is closed by one of the two applications. 

UDP is very similar to TCP, but is more simple and less reliable. 

 

IP is for communication between computers. IP is a "connection-less" communication protocol. It 
does not occupy the communication line between two communicating computers. This way IP 
reduces the need for network lines. Each line can be used for communication between many 
different computers at the same time. 

 

With IP, messages (or other data) are broken up into small independent "packets" and sent 
between computers via the Internet.IP is responsible for "routing" each packet to its destination. 
When an IP packet is sent from a computer, it arrives at an IP router. The IP router is responsible 
for "routing" the packet to its destination, directly or via another router. The path the packet will 
follow might be different from other packets of the same communication. The router is responsible 
for the right addressing depending on traffic volume, errors in the network, or other parameters. 
Communicating via IP is like sending a long letter as a large number of small postcards, each 
finding its own (often different) way to the receiver. 

 

TCP/IP is TCP and IP working together. TCP takes care of the communication between your 
application software (i.e. your browser) and your network software. IP takes care of the 
communication with other computers. TCP is responsible for breaking data down into IP packets 
before they are sent, and for assembling the packets when they arrive. IP is responsible for 
sending the packets to the receiver. Each computer must have an IP address before it can 
connect to the Internet. Each IP packet must have an address before it can be sent to another 
computer. 

 

TCP/IP is a large collection of different communication protocols based upon the two original 
protocols TCP and IP. The TCP protocol is used for the transmission of data from an application 
to the network. TCP is responsible for breaking data down into IP packets before they are sent, 
and for assembling the packets when they arrive. The IP protocol takes care of the 
communication with other computers. IP is responsible for the sending and receiving data 
packets over the Internet . The TCP/IP protocol and UNIX forms the basis for the Internet. 
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